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Overview

e Off-Policy Policy Gradient
* Constrained Policy Optimization

* Proximal Policy Optimization
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REINFORCE

ALGORITHM: REINFORCE

1: 0 < initialize policy parameters

2: while not done do
3. Sample trajectories {7} from policy my(als)
4:  Estimate policy gradient
VJ Ty ) =~ R Ti' [ 0
Update policy 6 < 0 + aVyJ(mp)

Perform just one grad update,

then throw out data
7: return policy

Simple Statistical Gradient-Following Algorithms for Connectionist Reinforcement Learning
[Williams 1992] 4



On-Policy vs Off-Policy

SAC DDPG Tabular
REINFORCE Policy Gradient Q-Learning

Model-Based

RL
H T—0|0ff-PoIicy

Q-Learning Offline RL

On-Policy

Policy Gradient

+
Importance Sampling



Off-Policy REINFORCE

ViJ(m) =T

“T~p(T|T)

e

Must be from
current policy

Vrlog p(7|m) R(7)]

* Off-Policy Reinforce: can we estimate VJ(7) using data from
another policy fi(als)?



Importance Sampling

* Want to estimate £,y [ f(2)], but only have data 2 ~ ¢(x)




Importance Sampling

* Want to estimate £,y [ f(2)], but only have data 2 ~ ¢(x)

L mop(a) f(z)] = Zp(x)f( )
=) q<—3p( ) f(z)
- S ao B 0) = By [ 0)
7_

“Importance Sampling”
weight



Off-Policy REINFORCE

ViJ(m) =T

“T~p(T|T)
— Zp('r\w)vwlog p(T|m)R(T)

(als) : behavior policy

Rayiur)
- Zr:p(’f 1)
=3\

Vrlog p(7|m) R(7)]

p(7|m)Vzlog p(T|m)R(T)




Off-Policy REINFORCE

ViJ(m) =T

“Tep(T|m)
— Zp('r\w)vwlog p(T|m)R(T)

~

(als) : behavior policy

=3 gg: Z% p(|m)Vlog p(r|m) R(7)

= ZP<T‘“)§E: Z%leog p(T|m)R(T)
p(T|m)
p(T| )

Vrlog p(7|m) R(7)]

— [k

“Tp(T| 1)

\V rlog p(T\W)R(T)_




Off-Policy REINFORCE

V(1) = Ervprip)

=l

Data sampled
according to U

)

19l p<fr|7r>R<fr>:

11



Importance Sampling

p(7]m)
Vrd (1) = Brop(rp) (7| 1)

“Importance Sampling”
weight

Y log plrlm) R(7)




Importance Sampling

Vid(m)

If p(7|p) = pl7lm):

Vrd ()

4

“T~p(T| 1)

13



Importance Sampling

ViJ(m)=E

p(7|m)

TP | (7|

If p(7|m) < p(T|p):
* Down-weight likelihood of trajectory

Y log plrlm) R(7)

14



Importance Sampling

ViJ(m)=E

)

If p(7|m) > p(7|w):
e Up-weight likelihood of trajectory

TP | (7|

Y log plrlm) R(7)

15



Importance Sampling

ViJ(m)=E

“T~p(T| 1)

— |

16



Importance Sampling

)
V(1) = Erprli) | i

St
) Vlog p<7— ‘ 7T)

— K

“T~p(T| 1)

B [T mladst)) [ = _
=E, prp) R(T) r'T—l Zvﬂlogw(at\st)

11— p(ar|st) +=()

17



Importance Sampling

)
V(1) = Erprli) | i

St
) Vlog p<7— ‘ 7T)

— K

“T~p(T| 1)

B [T mladst)) [ = _
=E, prp) R(T) r'T—l Zvﬂlogw(at\st)

11— p(ar|st) +=()
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Importance Sampling

)
V(1) = Erprli) | i

St
) Vlog p<7— ‘ 7T)

— K

“T~p(T| 1)

B [T mladst)) [ = _
=E, prp) R(T) r'T—l Zvﬂlogw(at\st)

11— p(ar|st) +=()

19



Importance Sampling

OO

&

+ +




Importance Sampling

‘—[t 0 W( St) —
VWJ(W) = 4JTNp(T|/J) R(’T) _[t : u( St) tz%v'ﬂ'logﬂ(at‘St)

e Can estimate gradient from arbitrary distribution,
as long as j1(als) > 0 for all actions (e.g. Gaussian distribution)

* Never used in practice

21



Importance Sampling

V(1) = B p(r|)

e Can estimate gradient from arbitrary distribution,

T—1

Y Vilogrm(ay|sy)

t=0

as long as j1(als) > 0 for all actions (e.g. Gaussian distribution)

* Never used in practice

* Very high variance if T # [

* Importance sampling weights very quickly vanish or explode

22



Reward-to-Go Policy Gradient

Vid(m)

4

“S~dr(s)

4

“anT

als) [Vrlogm(als) (Q" (s,a) — V"(s))

“advantage”

A" (s, a)

23



Reward-to-Go Policy Gradient

Vid(m) =

4

“Sevdr(s)

4

“a~m(als

r(als) : behavior policy

Vid(m) =

4

“Sevdr(s)

4

“Srvdr(s)

4

“a~m(als)

“a~p(als)

t 1

o

S

=

ﬁ 1

o
W

Q0
7

=

o VS v VS

o

S

)
)
)
)

) [Vrlogm(als)A” (s, a)]

Vrlogrm(als)A" (s, a)

Vrlogrm(als)A" (s, a)




Reward-to-Go Policy Gradient

V(1) = Esd,(s)Eanr(als) [Vrlogm(als) A% (s, a)]

r(als) : behavior policy

o

S

=

Vrd(m) = Lsrody (s)Ma~r(als)

o
W

Vrxlogm(als)A" (s, a)

=

)
)
)

o

S

=)

— [k

— Ts~dy(s)

4
‘a~p(als)

(
(
(
p(als)
single-step
lower variance

Vrlogm(als)A” (s, a)




Reward-to-Go Policy Gradient

Vid(m) =

4

“S~d(s)

4

“a~7(als)

r(als) : behavior policy

Vid(m) =

4

“S~d(s)

4

*S~~dr(s)

4

“a~7(als)

4

‘a~p(als)

What about the
state distribution?

Vilogm(als)A™ (s, a)]

t 1

o

S

=

ﬁ 1

o
W

Q0
7

=

o VS N/

o

S

)
)
)
)

Vrlogrm(als)A" (s, a)

Vrlogrm(als)A" (s, a)




Reward-to-Go Policy Gradient

Vi (m) = Eswdw(S)EaNM(a|S)

Computing the IS weights
for dr(8) is intractable.

~

(a

)

m(a

S
S

)

Vixlogm(als)A™ (s, a)

27



Reward-to-Go Policy Gradient

Vad (1) = Eg g (s)Eamp(als)

Vid ()

22

@ W)

4

Ok, if t = 7?

JFarp(als) |

(a

s)

p(a

s)

s)

s)

Vrlogrm(als)A" (s, a)

Vrlogm(als)A” (s, a)

28



Reward-to-Go Policy Gradient

rd (1) =

Vid ()

22

U

DSy dr( s)

l

sNdu S

“s~d,,(s)

a~p(als)

‘arp(als) |

“a~p(als)

(a

s)

p(a

s)

s)

Vrlogrm(als)A" (s, a)

5) 9. Jogr(als) A™(s, a)

i

3 Vrlogm(a|s)AH(s, a)

29



Policy Gradient + Importance Sampling

7(als)
w(als)

Vrlogm(a|s)AH (s, a)

VaJH(m) = tswdu(s) “a~p(als)

Surrogate objective:
m(als)

i(als)

AH(s, a)_

JH(m) = tsNdu(s) a~p(als)




Surrogate Objective

Policy Gradient + Importance Sampling:

JH(m) =E

Soft Actor-Critic:

J(m)=E

A

s~dy(s)

s~ dy, (s )

“a~qi(als)

“a~T(als)

m(als)
p(als)

At (s, a)

) 1Q" (s, a)]

31



Surrogate Objective

Policy Gradient + Importance Sampling:

JH(T) = Bgg,(s)

Soft Actor-Critic:

J(m) = Eg,(s)E

A

“a~qi(als)

“a~T(als)

m(als)
p(als)

At (s, a)

) 1Q" (s, a)

32



Surrogate Objective

Policy Gradient + Importance Sampling:

JH(m) =E

Soft Actor-Critic:

J(m) =

_ m(als)
s~dy(s) a~u(a|s) u(als)

At (s, a)

Osod, (s )[QW(S a)]

33



Surrogate Objective

Policy Gradient + Importance Sampling:

JH () =

Soft Actor-Critic:

J(m) =

A

s (s/Earu(als)

34



Surrogate Objective

Policy Gradient + Importance Sampling:
m(als)

p(als)

JH(m) = tswdﬂ(s) Ma~p(als)

AF(s, a)-

Soft Actor-Critic:

J(1) = Eqr 5/ Bamn(als) [Q(5. )

35



Surrogate Objective

Policy Gradient + Importance Sampling:

J“(W) — tswdu(@ Iﬂ _u(a S)Au(sja)_

Soft Actor-Critic:

36



Surrogate Objective

Policy Gradient + Importance Sampling:

JH(m) = tswdﬂ(s) Ma~p(als)

Soft Actor-Critic:

m(a

((a

s) AH(s, a)

J (1) = Bs (o) Haras) @ (5. )]




Policy Gradient + Importance Sampling

VirJ(m ):Es dﬂs)

VaJH(m) =

3z

~p(als)

(a

s)

p(a

s)

Vrlogm(als) A" (s, a)_
3 V. logr(als) AX(s, a)

38



Surrogate Objective

m(als) . a-
u(aS)A )

JH(m) = tswdﬂ(s) Ma~p(als)

Reasonable if Tis close to 4

max

Dy, (p,m) = max Dy, (p(-[s)][7(+]s))

Trust Region Policy Optimization
[Schulman et al. 2015]



Surrogate Objective

JH(m) = tswdﬂ(s) Ma~p(als)

J(m) > JH(m) — Ce

constant

Trust Region Policy Optimization
[Schulman et al. 2015]

At (s, a)




Surrogate Objective

JH(m) = tswdﬂ(s) Ma~p(als)

The surrogate objective is a lower bound on the
real objective for sufficiently small €!

Trust Region Policy Optimization
[Schulman et al. 2015]




Constrained Optimization

7(a

s)
(a S)A%’ ?)

arg max b ., VSN
- s~d,(s)~a~p(als)

s.t. Dier(p, ) < € “Trust region”

N

Dy () = max Dy, (u(-[s)]|m(-]s))

Trust Region Policy Optimization
[Schulman et al. 2015]



Constrained Optimization

s)
(a S)A%’ 2)

arg max g, VIS
- s~d,(s)~a~p(als)

s.t. Dyt (p,m) < e

N

Dy () = max Dy, (u(-[s)]|m(-]s))
Hard to compute

Trust Region Policy Optimization
[Schulman et al. 2015]



Constrained Optimization

m(als)
arg max E D AH(s, a
e max B (s)Eanlals) | rale) (s, )_
s.t. Dyt (p,m) < e

Y

Dy (1, ™) = Eggn(s) [Pk (u(-[s)][m(-[s))]

Trust Region Policy Optimization
[Schulman et al. 2015] 44



Constrained Optimization

arg max
s

How do we pick 47

4”s~du(s)

4

“a~p(als)

s.t. Dyer (p,m) < €

S)AM

(s, )

k

* In practice, collect data using current policy (4 = 7

Trust Region Policy Optimization
[Schulman et al. 2015]




Constrained Policy Optimization

ALGORITHM : Constrained Policy Optimization

1: my < initialize policy
_____________________________________________________|

2: for iteration £ =0,...,n—1 do

3:  Sample trajectories 7* from policy 7*(als)
4:  Store trajectories in dataset D = {7}

5. Fit value function V*(s)

6:  Calculate advantage A*(s,a) for every (s,a) in D

7:  Update policy:

7 = arg max E(s.a)~p [;((E!ls;) A¥(s, a)]
s.t. Eqop [DKL (?rk(|s)|‘ﬂ(|5))] <€
8: end for

9: return policy 7™

Trust Region Policy Optimization

[Schulman et al. 2015]
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Constrained Policy Optimization

ALGORITHM : Constrained Policy Optimization

1: my < initialize policy

2: for iteration k£ = 0, ...
Sample trajectories 7" from policy 7*(als)
Store trajectories in dataset D = {7}

Fit value function V*(s)

3:
4:
H:

n—1do

6:  Calculate advantage A*(s,a) for every (s,a) in D

7:  Update policy:

ﬂ_k-l-].

it

s.t. Eqop [DKL (?rk(|s)|‘ﬂ(|5))] <€

8: end for

9: return policy 7™

= arg max K a)~p

o)

Trust Region Policy Optimization
[Schulman et al. 2015]
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Constrained Policy Optimization

ALGORITHM : Constrained Policy Optimization

1: my < initialize policy

2: for iteration £ =0,...,n—1 do

3:  Sample trajectories 7° from policy 7% (als
4:  Store trajectories in dataset D = {7°

5. Fit value function V*(s)

6:  Calculate advantage A*(s,a) for every (s,a) in D

7:  Update policy:
7 = arg max E(s.a)~p [;((E!ls;) A¥(s, a)]
s.t. Eqop [DKL (?rk(|s)|‘ﬂ(|5))] <€
8: end for

9: return policy 7™

Trust Region Policy Optimization

[Schulman et al. 2015]
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Constrained Policy Optimization

ALGORITHM : Constrained Policy Optimization

1: my < initialize policy
. for iteration kK =0,....n —1 do

2

3:  Sample trajectories 7* from policy 7*(als)
1:  Store trajectories in dataset D = {7}

-

5: [ 1t VE- |ue functlon V’!Esi

6:  Calculate advantage A*(s,a) for every (s,a) in D

7:  Update policy:

7 = arg max E(s.a)~p [;((E!ls;) A¥(s, a)]
s.t. Eqop [DKL (?rk(|s)|‘ﬂ(|5))] <€
8: end for

9: return policy 7™

Trust Region Policy Optimization

[Schulman et al. 2015]
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Constrained Policy Optimization

ALGORITHM : Constrained Policy Optimization

1: my < initialize policy

2: for iteration £ =0,...,n—1 do

3:  Sample trajectories 7* from policy 7*(als)
4:  Store trajectories in dataset D = {7}

5. Fit value function V*(s)

6:  Calculate advantage A*(s,a) for every (s,a) in D

7:  Update policy:

7 = arg max E(s.a)~p [;((E!ls;) A¥(s, a)]
s.t. Eqop [DKL (?rk(|s)|‘ﬂ(|5))] <€
8: end for

9: return policy 7™

Trust Region Policy Optimization

[Schulman et al. 2015]
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Constrained Policy Optimization

ALGORITHM : Constrained Policy Optimization

1: my < initialize policy

2: for iteration £ =0,...,n—1 do

3:  Sample trajectories 7* from policy 7*(als)
4:  Store trajectories in dataset D = {7}

5. Fit value function V*(s)

6:  Calculate advantage A*(s,a) for every (s,a) in D

7:  Update policy:

7 = arg max E(s.a)~p [;((E!ls;) A¥(s, a)]
s.t. Eqop [DKL (?rk(|s)|‘ﬂ(|5))] <€
8: end for

9: return policy 7™

Trust Region Policy Optimization
[Schulman et al. 2015]
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Constrained Policy Optimization

ALGORITHM : Constrained Policy Optimization

1: my < initialize policy

2: for iteration £ =0,...,n—1 do

3:  Sample trajectories 7* from policy 7*(als)
4:  Store trajectories in dataset D = {7}

5. Fit value function V*(s)

6:  Calculate advantage A*(s,a) for every (s,a) in D

7:  Update policy:

7 = arg max E(s.a)~p [;((E!ls;) A¥(s, a)]
s.t. Eqop [DKL (?rk(|s)|‘ﬂ(|5))] <€
8: end for

9: return policy 7™

Trust Region Policy Optimization

[Schulman et al. 2015]
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Constrained Policy Optimization

ALGORITHM : Constrained Policy Optimization

1: my < initialize policy

2: for iteration £ =0,...,n—1 do

3:  Sample trajectories 7* from policy 7*(als)
4:  Store trajectories in dataset D = {7}

5. Fit value function V*(s)

6:  Calculate advantage A*(s,a) for every (s,a) in D

7:  Update policy:

7 = arg max E(s.a)~p [;((E!ls;) A¥(s, a)]
s.t. Eqop [DKL (?rk(|s)|‘ﬂ(|5))] <€
8: end for

9: return policy 7"

Trust Region Policy Optimization

[Schulman et al. 2015]

53



Constrained Policy Optimization

ALGORITHM : Constrained Policy Optimization
1: my < initialize policy

Still need to collect a new

2: for iteration £ =0....n —1 do batch of data every iteration
Sample trajectories 7 from policy 7*(als)
Store trajectories in dataset D = {7'}

1t value function V"(s

6:  Calculate advantage A*(s,a) for every (s,a) in D

7:  Update policy:
7 = arg max E(s.a)~p [;((E!ls;) A¥(s, a)]
s.t. Eqop [DKL (?rk(|s)|}ﬂ(|5))] <€
8: end for

9: return policy 7™

Trust Region Policy Optimization
[Schulman et al. 2015] 54



Constrained Policy Optimization

ALGORITHM : Constrained Policy Optimization

1: my < initialize policy

2: for iteration £ =0,...,n—1 do

3:  Sample trajectories 7* from policy 7*(als)
4:  Store trajectories in dataset D = {7}

5. Fit value function V*(s)

6:  Calculate advantage A*(s,a) for every (s,a) in D

7:  §Update policy:

k+1

T = arg max K a)~p

it

o)

s.t. Eqop [DKL (?rk(|s)|}ﬂ(|5))] <€

8: end for

9: return policy 7™

Trust Region Policy Optimization

[Schulman et al. 2015]

Update policy with
multiple grad steps

55



Constrained Optimization

arg max
s

4”s~du(s)

4

“a~p(als)

s.t. Dyer (p,m) < €

How do we solve this?

Trust Region Policy Optimization (TRPO):
* Linear approximation of objective
* Quadratic approximation of constraint
* Solve with conjugate gradient method

Trust Region Policy Optimization
[Schulman et al. 2015]

S)AM

(s, )




Lagrangian

s)
p(a S)AM(S’ ?)

s.t. DIy 1) < ¢ 1

arg max b ., VSN
- s~d,(s)~a~p(als)

Proximal Policy Optimization Algorithms
[Schulman et al. 2017]



Lagrangian

arg max it Bs g s/ Bap(als) {

Proximal Policy Optimization Algorithms
[Schulman et al. 2017]

m(als)
p(als)

AH(s, a)} —A(D

mearll

KL

(/'Lv 7T) o E)

58



Lagrangian

arg max it Bs g s/ Bap(als) {

Proximal Policy Optimization Algorithms
[Schulman et al. 2017]

m(als)
p(als)

I

“Lagrange multiplier”

AF(s, a)} — A\ (D™ (p, ) — €)

59



Lagrangian

arg max it Bs g s/ Bap(als) {

A — OO

Proximal Policy Optimization Algorithms
[Schulman et al. 2017]

m(als)
p(als)

AH(s, a)} —A(D

mearll

KL

(/'Lvﬂ-) o E)
> ()

constraint violated

60



Lagrangian

arg ;ﬂax {\ﬂzi% ESNdM(S)EaNM(a‘S) {
A— 0

Proximal Policy Optimization Algorithms
[Schulman et al. 2017]

m(als)
p(als)

AF(s, a)} — X (D™ (p, ) — €)

< ()
constraint satisfied

61



Lagrangian

: mals mear
Arg max " Esd, (s/Ba~p(als) Luga;sifw(s’ a)} — A (DR (ws ) =€)
\ 1
|
L(m, \)

Dual gradient descent:
* Maximize L(m, A\) wrt T
» Update \: A\ <— max (0, A + o (D™ (p, m) — €))

— _v)\[’(ﬂ-a )\)

Proximal Policy Optimization Algorithms
[Schulman et al. 2017] 62



Lagrangian

: mals mear
Arg max " Esd, (s/Ba~p(als) Luga;sifw(s’ a)} — A (DR (ws ) =€)
| l
|
L(m, \)

Dual gradient descent:

* Maximize L(m, A\) wrt T

* Update A: A <= max (0, A + a (D™ (1, 7) — €))
stepsize

Proximal Policy Optimization Algorithms
[Schulman et al. 2017] 63



Lagrangian

: mals mear
Arg max " Esd, (s/Ba~p(als) Luga;sifw(s’ a)} — A (DR (ws ) =€)
| l
|
L(m, \)

Dual gradient descent:
* Maximize L(m, A\) wrt T
» Update \: A\ <— max (0, A + o (D™ (p, m) — €))

gradient descent

Proximal Policy Optimization Algorithms
[Schulman et al. 2017] 64



Lagrangian

: mals mear
Arg max " Esd, (s/Ba~p(als) Luga;sifw(s’ a)} — A (DR (ws ) =€)
| l
|
L(m, \)

Dual gradient descent:
* Maximize L(m, A\) wrt T
» Update \: A\ <— max (0, A + o (D™ (p, m) — €))

Proximal Policy Optimization Algorithms
[Schulman et al. 2017] 65



Lagrangian

rA>0 aa) ® a)} A DRE ) =)

\ J
|

L(m, \)

| m(als)
arg max min Eswdﬂ(s)anu(a\S) {

Dual gradient descent:
* Maximize L(m, A\) wrt T
» Update \: A\ <— max (0, A + o (D™ (p, m) — €))

a Proximal Policy
Optimization (PPO)

[

Proximal Policy Optimization Algorithms
[Schulman et al. 2017] 66



Proximal Policy Optimization (PPO)

In practice:
* Most PPO implementations use a clipping objective:

LEMP(9) = By [min(ry(6) Ar, clip(r(6). 1 — &, 1 + ) Ay)]

A<O

1—.61

—t T |
0 1 1+¢ L[CLIP

Proximal Policy Optimization Algorithms
[Schulman et al. 2017]



Proximal Policy Optimization (PPO)

CLIP m(a¢|st)
J(m) = ESNdM(s)EaNu(a|S) [/«L(at‘st) Al(s, a):|

Proximal Policy Optimization Algorithms
[Schulman et al. 2017]
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Proximal Policy Optimization (PPO)

m(a¢|st)
i(ag|sy)’

T = Eon 5)Barvutals [Chp (

Proximal Policy Optimization Algorithms
[Schulman et al. 2017]

1—@1+f)AW&aﬂ

69



Proximal Policy Optimization (PPO)

J(W)CLIP = Esmdu(S)anu(als) [clip (W(at‘St)a l—e 1+ E) Al(s, a)}
> ()

p(a|sy)

A
J(W) CLIP

. LT (at|sy)
0 1 p(ag|st)

Proximal Policy Optimization Algorithms
[Schulman et al. 2017] 70



Proximal Policy Optimization (PPO)

J(W)CLIP = Esmdu(S)anu(als) [clip (W(at‘St)a l—e 1+ E) Al(s, a)}
> ()

p(a|sy)

A
J(W) CLIP

. LT (at|sy)
0 1 p(ag|st)

Proximal Policy Optimization Algorithms
[Schulman et al. 2017] 71



Proximal Policy Optimization (PPO)

J(W)CLIP = Esmdu(S)anu(als) [clip (W(at‘St)a l—e 1+ E) Al(s, a)}
> ()

p(a|sy)

A
J(W) CLIP

. LT (at|sy)
0 1 p(ag|st)

Proximal Policy Optimization Algorithms
[Schulman et al. 2017] 79



Proximal Policy Optimization (PPO)
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Proximal Policy Optimization (PPO)
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Proximal Policy Optimization (PPO)
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Proximal Policy Optimization (PPO)
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Proximal Policy Optimization (PPO)
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Proximal Policy Optimization Algorithms
[Schulman et al. 2017]
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Proximal Policy Optimization (PPO)
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Robotic Locomotion

Learning Robust Perceptive Locomotion for Quadrupedal Robots in the Wild
[Miki et al. 2022]
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COPY TO CLIPBOARD
® (]

JUMP AHEAD

dotaarena-2
= s

520/ 650
303/303

v 0:02:18

Dota 2 with Large Scale Deep Reinforcement Learning
[OpenAl et al. 2019]




ChatGPT

Step 1

Collect demonstration data
and train a supervised policy.

A prompt is
sampled from our
prompt dataset.

A labeler
demonstrates the
desired output
behavior.

This data is used to
fine-tune GPT-3.5
with supervised
learning.

~
Ay

Explain reinforcement

learning to a 6 year old.

;

&

4

We give treats and

punishments to teach...

Step 2
Collect comparison data and

train a reward model.

A promptand ]
~
several model Explain reinforcement
OUtp uts are learning to a 6 year old.
sampled.
In einforosment Explain rewards_
leaming, the
agent is..
Inmaching Wa give treats and
learning._. punishments o
Bach..

>

A labeler ranks the
outputs from best

to worst. 0-60-0-0
RM
This data is used ,é?.ﬁ.
to train our .\.\..ga{/
reward model.
0-0-0-0

[OpenAl 2022]

Step 3

Optimize a policy againgiihe
reward model using the m
reinforcement learning

A new promptis
sampled from
the dataset.

The PPO model is
initialized from the
supervised policy.

The policy generates

an output.

The reward model
calculates a reward
for the output.

The reward is used
to update the
policy using PPO.

Write a story
about otters.

J

PPO
o. 0

S

L) { ]

¥

f

Once upon atime...
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Takeaway

Everything is a hack, but some are useful.

All models are wrong, but some are useful.
- George E. P. Box




Summary

e Off-Policy Policy Gradient
* Constrained Policy Optimization

* Proximal Policy Optimization
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