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Overview

* Q-Function
* Q-Learning

* Exploration



Taxonomy of RL Algorithms

* Value-Based Methods



Policy-Based Methods
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Value-Based Methods




Policy Gradient

Vil (m) =
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Policy Gradient

VWJ(W) =K (S)E )ETNp(T\W,S():S,ao:a) Vﬂlogﬂ(a|s)
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Policy Gradient

VrJ(m) = EsNdﬂ(s)EaNTr(ms) vﬂlogw(a‘S)Epr(fr\rr,sozs,ao:a) (Z ’Ytrt)
t=0

“reward-to-go”

— QW(Sa a)

reward-to-go: expected return of taking an action a in state S




Policy Gradient

Vil (1) = Egg, (s)Banr(als) [Vrlogr(als)Q" (s, a)]

reward-to-go: expected return of taking an action a in state S
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Policy Gradient

Vrd (1) = Ego (s)

4

‘anvT

(als) [Vrlogm(als)Q" (s, a)]
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Policy Gradient

Vad(m) = a~w(a|s) Virlogm(als)Q" (s, a)]

Hiax Ma~m(als) Q"(s,a)]

Per-state objective: pick actions that maximize the expected return at
each state (i.e. Q-function)
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Q-Function
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Q-Function
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Value Functions

Value Function

“State Value Function”

t
V7i(s) = E’TNp(T ,80=S) Z VTt
t=0

Likelihood of a trajectory
starting at state S and
then following 7T for all

future timesteps

Q-Function

“State-Action Value Function”

t
Q"(s,a) = ETNP(T|7T780=S,ao=a) Z X’
t=0

ma

Likelihood of a trajectory
after taking action & in
state S and then following
70 for all future timesteps
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Value Functions

Value Function

“State Value Function”
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Q-Function

“State-Action Value Function”

Q" (s,a) =FE
“Quality”
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Recursive Definition

Value Function
VW(S) — Ea~7r(a|s)Es’Np(s’|s,a) [’I"(S, a, S,) + ’}/VW(S/)}
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Recursive Definition

Value Function
VW(S) — Ea~7r(a|s)Es’Np(s’|s,a) [’I"(S, a, S,) + ’}/VW(S/)}
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Recursive Definition

Value Function
VW(S) — Ea~7r(a|s)Es’Np(s’|s,a) [’I"(S, a, S,) + ’}/VW(S/)}

Q-Function

QW(S, a) — Es’wp(s’\s,a) T(S, a, S,) + W/Ea’wﬂ(aqs’) [Qﬂ'(
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Recursive Definition

Value Function
VW(S) — Ea~7r(a|s)Es’Np(s’|s,a) [’I"(S, a, S,) + ’}/VW(S/)}

Q-Function

QW(S, a) — Es’wp(s’\s,a) {T(S, a, S,) + W/Ea’wﬂ(aqs’) [Qﬂ'(

20



Recursive Definition

Value Function
VW(S) — Ea~7r(a|s)Es’Np(s’|s,a) [’I"(S, a, S,) + ’}/VW(S/)}

Q-Function

QW(S, a) — Es’wp(s’\s,a) {T(S, a, S,) + 7Ea’~7r£a’|s’2 [QW(S,, a’)H
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Recursive Definition

Value Function
VW(S) — Ea~7r(a|s)Es’Np(s’|s,a) [’I"(S, a, S,) + ’}/VW(S/)}

Q-Function

QW(S, a) — Es’wp(s’\s,a) {T(S, a, S,) + W/Ea’wﬂ(aqs’) [Qﬂ'(
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Recursive Definition

Value Function
VW(S) — Ea~7r(a|s)Es’Np(s’|s,a) [’I"(S, a, S,) + ’}/VW(S/)}

\

|

— Qﬂ(sv a)

Q-Function

QW(S, a) — Es’wp(s’\s,a) {T(S, a, S,) + W/Ea’wﬂ(aqs’) [Qﬂ'(
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Recursive Definition

Value Function
VW(S) = anﬂ(a S)Es’wp(s’|s,a) [’I"(S, a, S,) + ’)/VW(S/)}
— anﬂ(a S) [QW(Sa a)

Q-Function
QW(S, a) — ES’Np(S’\S,a) {T(S, a, S,) + 7Ea’~7r(a’|s’) [QW(S,, a’)H
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Recursive Definition

Value Function
VW(S) = anﬂ(a S)Es’wp(s’|s,a) [’I"(S, a, S,) + ’)/VW(S/)}
— anﬂ(a S) [QW(Sa a)

Q-Function
QW(S, a) — ES’Np(S’\S,a) {T(S, a, S,) + 7Ea’~7r(a’|s’) [QW(S,, a’)H
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Recursive Definition

Value Function
VW(S) = anﬂ(a S)Es’wp(s’|s,a) [’I"(S, a, S,) + ’}/VW(S/)}
— anw(a S) [QW(Sa a)

Q-Function
QW(S, a) — Es’wp(s’\s,a) {T(S, a, S,) + 7Ea’~7r(a’|s’) [QW(S,, a’)H

\ )

— V()
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Recursive Definition

Value Function
Vis)=E
=)

a~m(a

Q-Function

QW(Sv a) — IIEIZ{’S/N (S/

— K (s/

S ~P(S

a~m(als)

o Esp(sljs.a) [7(8,8,8") + 4 V7(s")]
) Q" (s,a)]

s,a)

5:0) ) [
r(s,a,s") +yV7(s)]

s,a) L

/
S, a

/)}}
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Q-Function

WMS) > Q(s,a)

Recover optimal policy:

(als) = 1 ifa= ?Jrg max,s Q*(s,a’)
0 otherwise

Instead of learning policy, just learn Q-function.
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Q-Function

m(als) ——> Q" (s, a)

Recover a policy:

“arg max policy” 0 . )
1 1if a = arg max S.a
\ﬂ',(a|S) _ | g a’ Q ( 9 )
0 otherwise

New policy is at least as good as the old policy.

J(x') > J(x) Q7 (s,a)>Q7(s,a)
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Q-Learning

Key idea:

* Instead of trying to learn the optimal policy, just learn optimal
Q-function

* Then recover policy from Q-function
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Q-Learning

Recursive definition

Q" (s,a) = ﬂs’rvp(s’\s,a) [T(S, a, S,) 7 41a’~7r(a’\s’) [QW(S ’a,)H

Optimal policy

Q*(S, a) = {‘S’Np(sl\s,a) [T(S, a, S/) + 7y {‘a’ww*(a’\s’) [Q*(S,, a’)H

(als) = <f1 if a=arg maxy @Q*(s,a)

\ 0 otherwise
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Q-Learning

Recursive definition

QW(Sv a) —
Optimal policy
Q"(s,a) = s/ op(s']s,a)

{‘S’Np(s’\s,a) [T(S, a, S,) + 7y ﬂa’ww(a’\s’) [QW(

r(s,a,s') +ymax (Q(s',a))

a

/
S, a

/)H
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Q-Learning

Q*(87 a) — R

Ls/nop(s']s,a)

r(s,a,s’) + v max (Q*(s',a"))

a
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Q-Learning

Q%(s,a) = Eg_ps/ls.a) |7(8: &, s') + Y max (Q*(s',a"))

a




Q-Learning

Q"(s,a) =E

Ls/nop(s']s,a)

r(s,a,s’) + v max (Q*(s',a"))

a

Not true for non-optimal policies

Q"(s,a) #

41

*s'~p(s'|s,a)

r(s,a,s) +ymax (Q"(s',a’))

a
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Q-Learning

Q*(87 a) —

Not true for non-optimal policies

Q" (s,a) <

Q"(s,a) =

5 /
tg’rvp(S/‘S,a) [T(S, a,s')+ 7y

a

a

>

4‘1

“al ~or(al]s!)

5 / xo 1!
4"S’~p(s’\s,a) T(S, a, S ) + 7y ma;X (Q (S ,a ))

N / mr oL
ts’wp(s’\s,a) r(s,a,s’ )+ max (Q (s’,a ))

Q7

/
S, a

/)H
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Q-Learning

Q%(s,a) = Eg_ps/ls.a) |7(8: &, s') + Y max (Q*(s',a"))

a

Not true for non-optimal policies

QW(S’ a) S 4:S’Np(S"S,a) ’I"(S7 a, S,) + Y maa;X (Q?ﬂ-(s/7 a/))

|



Q-Learning

Q"(s,a) =E

Ls/nop(s']s,a)

r(s,a,s’) + v max (Q*(s',a"))

a

Not true for non-optimal policies

Q" (s,a) <

4“1

*s'~p(s'|s,a)

r(s,a,s) +7ymax (Q"(s',a’))

a
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Q-Learning

Q%(s,a) = Eg_ps/ls.a) |7(8: &, s') + Y max (Q*(s',a"))

a

Not true for non-optimal policies

QW(S’ a) S {‘S/Np(S/‘S,a) fl“(S7 a. S/) + Y ma%X (QW(S,, a/))

arg max policy



Q-Learning

Q"(s,a) =E

Ls/nop(s']s,a)

a

Not true for non-optimal policies

Q" (s,a) <

41

*s'~p(s'|s,a)

a

r(s,a,s’) + v max (Q*(s',a"))

r(s,a,s) +ymax (Q7(s',a’))

Q" (

Q™ (s.a)
s,a) < Qﬂl(s, a

)

40



Q-Learning

Q" (s, a) =

JS,Np(S/‘Saa)

r(s,a,s’) 4+ v max
a/

(Q".2))
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Q-Learning

Q" (s, a) =

JS,Np(S/‘Saa)

r(s,a,s’) 4+ v max
a/

(Q".2))
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Q-Learning

Q" (s, a) =

JS,Np(S/‘Saa)

r(s,a,s’) 4+ v max
a/

(Q".2))
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Q-Learning

QlﬁLl(Sa a) = ﬂs’rvp(s’\s,a) r(s;a, S/) T 7y max (Qk(sla a,))

a

Qkﬂ(sa a) > Qk(s, a)

j>j>f>j>j> QF 1

< < ‘ | ’

Qk(sa a) = Qkﬂ(s, a)
Qk(S, a) = Q"(s,a)
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State

Tabular Q-Learning

QkH(s, a) = Egp(s'|s.a) [r(s,a, s’)
Iteration O:
Action
@
<3l o=
& &/l 0| 0|0
| 0| 0|0
# 0] 010
O 0O

+ 7y max (Qk (s a’))]

a

Environment

>

<

=

v=1/2
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State

Tabular Q-Learning

(s'|s,a) r(s,a,s’) + 7y max (Qk(s’, a’))]

a

Environment

>

<

=

QkH(S, a) = Egop
Iteration O:
Action
@
<3l o=
r @/ 0] 0|0
#0000
# | 0] 0] 0
O 0 O

v=1/2

46



State

Tabular Q-Learning

(s'|s,a) r(s,a,s’) + 7y max (Qk(s’, a’))]

QkH(S, a) = Egop
Iteration O:
Action
@
<3l o=
r @/ 0] 0|0
#0000
# | 0] 0] 0
O 0 O

= ()

a

Environment

B

=

v=1/2
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State

Tabular Q-Learning

(s'|s,a) r(s,a,s’) + 7y max (Qk(s’, a’))]

QkH(S, a) = Egop
Iteration O:
Action
@
<3l o=
r @/ 0] 0|0
#0000
# | 0] 0] 0
O 0 O

= 1

a

Environment

2

v=1/2
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State

Tabular Q-Learning

Q" (s, a)

Iteration O:

B

— Es’wp(S,‘S,a) ’I“(S, a, S,> + 7y ma;X (Qk(s,a a/)>]

Action

[

IO O O

—
0
0
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a
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7:1/2
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State

Tabular Q-Learning

Iteration O:

Q" (s, a)

— Es’wp(S,‘S,a) ’I“(S, a, S,> + 7y ma;X (Qk(s,a a/)>]
= (
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State

Tabular Q-Learning

Q" (s, a)

Iteration O:

B

— Es’wp(S,‘S,a) ’I“(S, a, S,> + 7y ma;X (Qk(s,a a/)>]
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State

Tabular Q-Learning

Iteration O:

— Es’wp(S,‘S,a) ’I“(S, a, S,> + 7y ma;X (Qk(s,a a/)>]

Q" (s,2)
Action
<o
0 0
0 0
0| 0| O
0
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a

Environment
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7:1/2
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State

Tabular Q-Learning

Iteration O:

Q" (s, a)

— Es’wp(S,‘S,a) ’I“(S, a, S,> + 7y ma;X (Qk(s,a a/)>]
= (

Action

[

= ()

a

Environment

G,

=

7:1/2
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State

Tabular Q-Learning

Iteration O:

— Es’wp(S,‘S,a) ’I“(S, a, S,> + 7y ma;X (Qk(s,a a/)>]
= (

Q" (s,2)
Action
<lo=
0 0
0 0
0| 0| O
0

-

= ()

a

Environment

G,

=

7:1/2
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State

Tabular Q-Learning

QkH(S, a) = Egp(s'|s.a) r(s,a,s’) + fymae}x (Qk(s’, a’))]
Iteration O:
Q Action Environment
<lo = | %
0 0
& |&/| 0] 0] o0 7 =1/2
&l@&|| 0| 0] 0
O 0 O
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State

Tabular Q-Learning

Qk+1(sa a) = Es’fvp(s’\s,a) r(s, a, S,> T mae}x (Qk(s,v a/)>]
Iteration O: =0
Action Environment
Q &b
S| o= e YL
0 0
& |&/| 0] 0] o0 7 =1/2
&l@&|| 0| 0] 0
O 0 O
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State

Tabular

Q-Learning

Iteration O:

Qk—i_l(sa a) — IES/f\Jp(S,‘S,a) T(Sa a, S,> + fy ma;X (Qk(s,a a/)>]

Action
O (=
O | O

= ()

a

= ()

Environment

> )

=

v=1/2
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State

Tabular Q-Learning

Qk+1(sa a) = Es’fvp(s’\s,a) r(s, a, S,> T mae}x (Qk(s,v a/)>]
Iteration O: =0 =0
Action Environment
Q &b
S| o= e YL
0 0
& |&/| 0] 0] o0 7 =1/2
&l@&|| 0| 0] 0
O 0 O
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State

Tabular Q-Learning

Qk—i_l(sa a) — IE:S’Np(s’\s,a) [T(Saav S,>

Iteration O:
Action
@
<3l o=
r @/ 0] 0|0
0 0|0
al@&|| 0| 0| O
= | 0] 0 O

+ 7y max (Qk (s a’))]

a

Environment

G,

=

v=1/2
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State

Tabular Q-Learning

Iteration O:

QkH(S, a) = ES/Np(S/‘&a) [r(s,a, s’)

Q Action
<=0 =
0|00
0|00

: 0|0

+ 7y max (Qk (s, a’))]

a

Environment

<k &
v=1/2
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State

E
s

Tabular Q-Learning

QF (s, a) = Egp(s'|s.a) [r(s,a, s’)

Iteration O:

Beje-
00 o

Action
4| o=
0/ 0] 0
0/ 0] 0
0 0
& 0] 0] o0

+ 7y max (Qk (s, a’))]

a

Environment

G,

=

v=1/2
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State

Tabular Q-Learning

Qk+1(sa a) = Es’fvp(s’\s,a) [T(S, a, S,> T mae}x (Qk(s,v a/)>]
Iteration O:
Action Environment
Q &b
Nl Bl e oo
r /| 00O
& |&/| 0] 0] o0 7 =1/2
0 | o
= | 0] 0 O
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State

Tabular Q-Learning

QkH(S, a) = Egp(s'|s.a) r(s,a,s’) + v mae}x (Qk(s’, a’))]

Iteration O: =1
Q Action Environment
<32l o e %
r /| 00O
& |&/| 0] 0] o0 7 =1/2
0 | o
= | 0] 0 O
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State

Tabular Q-Learning

QkH(S, a) = Egp(s'|s.a) r(s,a,s’) + v mae}x (Qk(s’, a’))]
Iteration O: =1 =0

Q Action Environment

<32l o e %
r /| 00O
& |&/| 0] 0] o0 7 =1/2
0 | o
= | 0] 0 O
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State

Tabular Q-Learning

Qk+1(sv a) = ]Es’fvp(s’\s,a) r(s, a, S,> T mae}x (Qk(s,v a/)>]

Iteration O: =1 =0
Q Action Environment
<32l o e %
r /| 00O
& |&/| 0] 0] o0 7 =1/2
0 | o
= | 0] 0 O
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State

Tabular Q-Learning

Iteration O:

Q" (s, a)

— Es’wp(S,‘S,a) ’I“(S, a, S,> + 7y ma;X (Qk(s,a a/)>]

Action
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0
0
1
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a

Environment
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7:1/2
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State

Tabular Q-Learning

QF (s, a)
Iteration O: |
Q Action
< O
& =] 0] 0
=/ 0] o0
i
2 0 | O

k
= IE"s’fvp(s’\s,a) r(s,a, Sl) + maa;X (Q (Sl’ al))]

Environment

7:1/2

= o=
0
0
1
0
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State

Tabular Q-Learning

(s'|s,a) r(s,a,s’) + 7y max (Qk(s’, a’))]

QkH(S, a) = Egop
Iteration O:
Action
@
<3l o=
r /| 00O
| 0 00
#| 0 | O 1
0 0

= ()

a

=1

Environment

-

=

v=1/2
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State

Tabular Q-Learning

Qk—i_l(sa a) — IE:S’Np(s’\s,a) [T(S, a, S,>

Iteration O:
Action

Beje-
O 0P o

<=0 =
0 0
0 0
0 1

0
0
0

1/2| : | 0

+ 7y max (Qk (s, a’))]

a

Environment

-3

v=1/2
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State

Tabular Q-Learning

QF (s, a) = Egp(s|s.a) | (82, s') + Y max (Qk(s’, a’))]

Iteration O:
Action
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O 0P o
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0 1
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State

Tabular Q-Learning

Qk—i_l(s, a) — ]Es’fvp(s’\s,a) T(S, a, S’) + 7y ma;X (Qk(S,; a/)>]

Iteration O:
Action
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State

Tabular Q-Learning

Iteration O:

Q" (s, a)

— Es’wp(S,‘S,a) ’I“(S, a, S,> + 7y ma;X (Qk(s,a a/)>]

Action
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Environment
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Tabular Q-Learning

QF (s, a) = Egp(s|s.a) | (82, s') + Y max (Qk(s’, a’))]

a

lteration O: =1 =0
Q Action Environment
S "N
B, (| 0] 00
g & &/ 0]0]0 v=1/2
7 &l&l| 0| 0| 1
1/2/ 1| o |




Tabular Q-Learning

QF (s, a) = Egp(s|s.a) | (82, s') + Y max (Qk(s’, a’))]

a

lteration O: =1 =0
Q Action Environment
S "N
B, (| 0] 00
g & &/ 0]0]0 v=1/2
7 &l&l| 0| 0| 1
1/2] 1




State

Tabular Q-Learning

Qk—i_l(sa a) — IE:S’Np(s’\s,a) [T(S, a, S,>

Iteration O:
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State

Tabular Q-Learning

Q" (s, a)

Ilteration 1:

= Ky

S ~D

(S’\S,a) [T(S, a, S’)

Action

[

=
0
0
0

1/2

RO O O

—
0
0
1
1

+ 7y max (Qk (s, a’))]

a

Environment

G,

=

v=1/2

76



State

Tabular Q-Learning

Q" (s, a)

Ilteration 1:
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State

Tabular Q-Learning

Q" (s, a)

Ilteration 1:
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Action
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(s'|s,a) r(s,a,s’) + 7y max (Qk(s’, a’))]
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State

Tabular Q-

Learning

QkH(S, a) = Egp(s'|s.a) r(s,a,s’) + Y max (Qk(s’, a’))]

Ilteration 1:
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State

Tabular Q-Learning

— Es’wp(S,‘S,a) ’I“(S, a, S,> + 7y ma;X (Qk(s,a a/)>]

Q" (s, )
Iteration 1:
Action
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& @/ 0] 0|0
0 | 0
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Environment
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7:1/2
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State

Tabular Q-Learning

Ilteration 1:

QF (s, a) = Egp(s'|s.a) [r(s,a, s)

Action
0 =
0|0
0 |1/2
0 | 1
1| 1

+ 7y max (Qk (s a’))]

a

Environment

G,

=

v=1/2
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Tabular Q-Learning

QkH(S, a) = Egp(s'|s.a) r(s,a,s’) + Y max (Qk(s’, a’))]
=30

Action Environment

Ilteration 1:

0 = p el

0| O

0 |1/2 7 =1/2

State




State

Tabular Q-Learning

QkH(S, a) = Egp(s'|s.a) r(s,a,s’) + Y max (Qk(s’, a’))]

a

Iteration 1: =0 - 1/2
Action Environment
S[o o e
O, 0] O
-
O 0 1
1/21 1 | 1




Tabular Q-Learning

QkH(S, a) = Egp(s'|s.a) r(s,a,s’) + Y max (Qk(s’, a’))]

a

Iteration 1: =0 - 1/2
Action Environment
@ 5
<leol= e
O | 0| O
0| 0 |1/2 7 =1/2

State




State

E
i |

Tabular Q-Learning

Q¥ l(s,a) =Ey
Iteration 1:
Action
@
<3l o=
r @/ 0] 0|0
| 0| 0 |1/2
1/4 1

= ()

a

s/~p(s|s,a) r(s,a, S,> T 7y max (Qk(s,a a/)>]

Environment

G,

=

v=1/2
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State

Tabular Q-Learning

Q" (s, )

Iteration 1:
Action
@
<ol o=

r @/ 0] 0|0

| 0| 0 [1/2
/4| 0 | 1

1 1

= ()

a

=1

Environment

— Es’wp(S,‘S,a) ’I“(S, a, S,> + 7y ma;X (Qk(s,a a/)>]

G,

=

7:1/2
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State

E
i |

Tabular Q-Learning

Q¥ l(s,a) =Ey
Iteration 1:
Action
@
<3l o=
B 2 0| 0
N 0 1/2

= ()

a

=1

Environment

s/~p(s|s,a) r(s,a, S,> T 7y max (Qk(s,a a/)>]

G,

=

v=1/2
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State

Tabular Q-Learning

QkH(S, a) = Egp(s'|s.a) r(s,a,s’) + 7 mae}x (Qk(s’, a’))]
Iteration 1: =0 =1
Action Environment
@ 5
<2 ol gz, %
B | 0] 0|07
=/ 0|0 12| V=172
=) (14112 1 |=>
1/21 1 1 O —>
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State

Tabular Q-Learning

QF (s, a) = Egp(s'|s.a) [r(s, a,s’) + Y max (Qk(s’, a’))]
Iteration k:
Action Environment
¢ :
<2 ol gz, %
B | (1/8|1/81/4|| 7
& =) |1/81/4]1/2 ||=> v =1/2
&@1/411/2) 1 ||=>
1/2| 1 1 ||o=>
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State

Tabular Q-Learning

Qkﬂ(s, a) = Egp(s'|s.a) [r(s, a,s')+ fymae}x (Qk(s’, a’))]
Iteration k:
Action Environment
¢ :
<2 ol gz, %
B | 1/81/8|1/4|[=>
& =) |1/81/4]1/2 ||=> v =1/2
&&l1/411/2] 1 =
1/2| 1 1 ||o=>

90



State

Tabular Q-Learning

Qkﬂ(s, a) = Egp(s'|s.a) [r(s, a,s')+ fymae}x (Qk(s’, a’))]
Iteration k:
Action Environment
Q sk é
<3| o |fw gz, %
B | 1/81/8|1/4|[=>
& =) |1/81/4]1/2 ||=> v =1/2
&@l (1741172 1 =
1/2| 1 |1 ||O=>
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Tabular Q-Learning

Qk+1<sa a) = Es’rvp(s’\s,a) r(s,a, Sl) + 7 max (Qk(sla a/))]

a

In tabular setting:
* Every iteration leads to a better Q-function + policy
e Converges to optimal Q-function + policy

Limitations:

e Can only be applied to discrete states and actions
* Need to enumerate over all states and actions every iteration
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Large State Spaces

Observation:

* 64 x 64 image

* 8 bits per pixel

o 28%64X64 (iffarent states!
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Large/Continuous State Spaces

Qk-i-l(sj a> — ES/NP(S"S,&) [T(S, a, S,) + fymE}X (Qk(s,, a/))

a

10 Qs

|
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Large/Continuous State Spaces

Qk-i-l(sj a> — ES/NP(S"S,&) [T(S, a, S,) + fyma;X (Qk(s,, a/))

a

Discrete Actions

10 Qs

|

95



Large/Continuous State Spaces

Qk+1(s, a> — ]ES/Np<S/‘S,a> [T(S, a, S,) + 7y mé}x (Qk(s’, a/)>]

a

Discrete Actions

S<§?; Q(Sasaz)
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Large/Continuous State Spaces

QkH(S, a) — Es’wp(s’\s,a) [T(S, a, s’) + fyma;X (Qk(s’, a’))]

I a

Q"(s,a) —> 7" (als)

S) ap S1 a; 52 ST—-1ar7_15T

—0—0@--0—0
\ 70 ] rr—1 ’
|

D = {(s;,a;,7;,s.)}
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Large/Continuous State Spaces

Qk+1<sa a) = Es’wp(s’\s,a) r(s,a, S/) + 7 max (Qk(sla a/))]

a

/
D = {(si,a;,7;,8;)}
Compute target values for each sample i

k/ 1
yi =i +ymax Q"(s;,a)
a
Fit new Q-function

k41
Q—i—

_ 2
= arg@mm 4’(S¢,a¢,T¢,S§)ND [(?Jz — Q(s;, a;))
\

)

|
“Bellman error”
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Q-Learning

ALGORITHM: Q-Learning

1: Q¥ « initialize Q-function
2: D« {0} initialize dataset

3: for iteration £k =0,...,n — 1 do
Sample trajectory 7 according to Q%(s, a)
Add transitions to dataset D = D U {(s;, a;, r;, S’

ty

s

o

6:  Calculate target values for each sample i:
yi = ri +ymaxy Q(s}, &)

7. Update Q-function:

Q""H = arg minQ ]E(Shahrhs;)mp [(yz — Q(Si: ai))z]
8: end for

9: return Q"

)}
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Q-Learning

ALGORITHM: Q-Learning
1: Q¥ « initialize Q-function
2: D « {0} initialize dataset

3: for iteration £k =0,...,n — 1 do
Sample trajectory 7 according to Q%(s, a)
Add transitions to dataset D = D U {(s;, a;,7;,8})}

ty

s

o

6:  Calculate target values for each sample i:
yi = ri +ymaxy Q(s}, &)

7. Update Q-function:

Q""H = arg minQ ]E(Shahrhs;)mp [(yz — Q(Si: ai))z]
8: end for

9: return Q"
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Q-Learning

ALGORITHM: Q-Learning
1: Q¥ « initialize Q-function
2: D « {0} initialize dataset

3: for iteration k = 0i Ly T — 1 do

Sample trajectory 7 according to Q%(s, a)
5. Add transitions to dataset D =D U {(s;, a;,7;,s.)}

ty

s

6:  Calculate target values for each sample i:
yi = ri +ymaxy Q(s}, &)

7. Update Q-function:

Q""H = arg minQ ]E(Shahrhs;)mp [(yz — Q(Si: ai))z]
8: end for

9: return Q"
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Q-Learning

ALGORITHM: Q-Learning
1: Q¥ « initialize Q-function
2: D « {0} initialize dataset

3: for iteration £k =0,...,n — 1 do
4:  Sample trajectory 7 according to Q*(s, a

Add transitions to dataset D =D U {(s;,a;,7;,s.)}

ty

o

6:  Calculate target values for each sample i:
yi = ri +ymaxy Q(s}, &)

7. Update Q-function:

Q""H = arg minQ ]E(Shahrhs;)mp [(yz — Q(Si: ai))z]
8: end for

9: return Q"
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Q-Learning

ALGORITHM: Q-Learning
1: Q¥ « initialize Q-function
2: D « {0} initialize dataset

3: for iteration £k =0,...,n — 1 do
Sample trajectory 7 according to Q%(s, a)
Add transitions to dataset D = D U {(s;, a;,7;,8})}

17

s

o

6:  Calculate target values for each sample i:
yi = ri +ymaxy Q(s}, &)

7. Update Q-function:

Q""H = arg minQ ]E(Shahrhs;)mp [(yz — Q(Si: ai))z]
8: end for

9: return Q"

103



Q-Learning

ALGORITHM: Q-Learning
1: Q¥ « initialize Q-function
2: D « {0} initialize dataset

3: for iteration £k =0,...,n — 1 do
Sample trajectory 7 according to Q%(s, a)
Add transitions to dataset D = D U {(s;, a;,7;,8})}

ty

s

o

6:  Calculate target values for each sample i:
yi = ri +ymaxay Q%(s}, &)

7. Update Q-function:

Q""H = arg minQ ]E(Shahrhs;)mp [(yz — Q(Si: ai))z]
8: end for

9: return Q"
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Q-Learning

ALGORITHM: Q-Learning
1: Q¥ « initialize Q-function
2: D « {0} initialize dataset

3: for iteration £k =0,...,n — 1 do
Sample trajectory 7 according to Q%(s, a)
Add transitions to dataset D = D U {(s;, a;,7;,8})}

ty

s

o

6:  Calculate target values for each sample i:
yi = ri +ymaxy Q(s}, &)

7. Update Q-function:

Q""H = arg minQ ]E(Shahrhs;)mp [(yz — Q(Si: ai))z]
8: end Ior

9: return Q"
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Q-Learning

ALGORITHM: Q-Learning
1: Q¥ « initialize Q-function
2: D « {0} initialize dataset

3: for iteration £k =0,...,n — 1 do
Sample trajectory 7 according to Q%(s, a)
Add transitions to dataset D = D U {(s;, a;,7;,8})}

ty

s

o

6:  Calculate target values for each sample i:
yi = ri +ymaxy Q(s}, &)

7. Update Q-function:

Q""H = arg minQ ]E(Shahrhs;)mp [(yz — Q(Si: ai))z]
8: end for

9: return Q"
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Q-Learning

ALGORITHM: Q-Learning
1: Q¥ « initialize Q-function
2: D « {0} initialize dataset

How to sample trajectories?
3: for iteration £ =0.....n — 1 do

4:  Sample trajectory 7 according to Q"(s,a)
5. Add transitions to dataset D ="D U {(s;, a;,;,s})}

ty

6:  Calculate target values for each sample i:
yi = ri +ymaxy Q(s}, &)

7. Update Q-function:

Q""H = arg minQ E(Shahrhsg)mp [(yz — Q(Si: ai))z]
8: end for

9: return Q"
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Sampling

Q"(s,a) —> 7" (als)

*(als) = 1 ifa= ?u‘g max,, Q¥(s,a’)
0 otherwise

b
X Insufficient exploration <‘F%
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Exploration-Exploitation

Need to try new actions in case they are better
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Exploration-Exploitation

Need to try new actions in case they are better

Keep going to the same restaurant Try new restaurant
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Exploration-Exploitation

Need to try new actions in case they are better

(1 if a=arg ma k(s af
7Tk(8_|S) _y 1 Ig Maxgy/ Q ( )

\ 0 otherwise
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Exploration-Exploitation

Need to try new actions in case they are better

1 —[€] if a = arg maxy Q" (s, a’)

" (als) = < |
otherwise

Epsilon-greedy exploration

* With probability 1 — € exploit current best action

* With probability € explore new action by sampling a random action
e Start with € = 1 and then anneal to lower value (e.g. ¢ — (.1)
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Epsilon-Greedy Exploration

e — 1

7 (als) = <

(s,

a)

{

1—¢ ifa=amp max,, QF(s,a)

\

€

a

otherwise
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Epsilon-Greedy Exploration

e — 1

7 (als) = <

(s,

a)

{

1—¢ ifa=amp max,, QF(s,a)

\

€

a

otherwise
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Epsilon-Greedy Exploration

e — 0

7 (als) = <

(s,

a)

{

1—¢ ifa=amp max,, QF(s,a)

\

€

a

otherwise
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Epsilon-Greedy Exploration

e — 0

7 (als) = <

(s,

a)

{

1—¢ ifa=amp max,, QF(s,a)

\

€

a

otherwise
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Boltzmann Exploration

Probability of an action is proportion to its “goodness”

Hal) = o (705.))

where,

temperature parameters: 5 € R

1
normalization factor: Z = Zexp (EQk(S, a’))
/

a
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Boltzmann Exploration

" (als)

(s,

a)

{

a

Z B

—

= leXp (le(S, a))

m(als)
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Boltzmann Exploration

" (als)

(s,

a)

{

a

Z B

—

= leXp (le(S, a))

m(als)
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Boltzmann Exploration

85— 0

" (als)

(s,

a)

{

a

= %eXp (%Qk(sa a))
m(als)
— > _
a

120



Boltzmann Exploration

Hals) = o (50¥(s.0))

Q(s,a) m(als)

s | a
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Testing

After training, test with greedy policy

: k
*(als) = 1 ifa= Arg Ay Q" (s,a’)
0 otherwise
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Q-Learning

ALGORITHM: Q-Learning
1: Q¥ « initialize Q-function
: D + {0} initialize dataset

D

: for iteration £k =0,....n — 1 do
Sample trajectory 7 according to Q%(s, a)
Add transitions to dataset D = D U {(s;, a;,7;,8})}

ty

W= o

o

6:  Calculate target values for each sample i:
yi = ri +ymaxy Q(s}, &)

7. Update Q-function:

Q""H = arg minQ ]E(Shahrhs;)mp [(yz — Q(Si: ai))z]
8: end for

9: return Q"

123



Q-Learning with Function Approximators

* No improvement guarantees
Q" (s,a) XQMs,2) I X"

* No convergence guarantees

Q" X Q*

* But in practice, it works!
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Deep Q-Networks (DQN)

E l 3 E l 00075
20 HD

.-

s osb b

"
NN
N iy
EENE 3
EEE 3

lllll

Human-Level Control Through Deep Reinforcement Learning
[Mnih et al. 2015]



Deep Q-Networks (DQN)

Convolution Convolution Fully connected
A4 A b

'n
c
=3
8
1S
35
@
Q
0]
Q

Input: 84 x 84 images
@

.

=\
FN B LS £ P4 2 B B2 (3]
4 B2 EX E3 EX B2 E& EX 1 &« N => 15
ojojolofofololo 2

Human-Level Control Through Deep Reinforcement Learning
[Mnih et al. 2015]

Output: Q-values for
joystick controls
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Deep Q-Networks (DQN)

E l 3 E l 00075
20 HD

.-

s osb b

"
NN
N iy
EENE 3
EEE 3

lllll

Human-Level Control Through Deep Reinforcement Learning
[Mnih et al. 2015]



Q-Learning

Often much more sample efficient than policy gradient

Off-policy learning

X Limited to relatively small discrete action spaces
X Does not directly optimize performance
- Lower Bellman error # better performance

X No convergence guarantees with function approximators

2
= arg min E(S a,r,s)~D ((T + 7y max Qk(sfj a/)) _ Q(S, a))
Q 1yl /

a

k-1
Q+

Intractable in large/continuous

action spaces
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Value Functions

m(als) =

{1 if a = arg max,/ Q(s,a’)

0 otherwise

What about V

-fl>
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Value Functions

Value Function

“State Value Function”

=K

o TNP(T‘WasOZS)
s
o--" "
\

2

t=0

t
VTt

Q-Function

“State-Action Value Function”

QW(SaE) — ETNP(T|7T,SO:SaaO:a)

> 'y

t=0

130
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Value Functions

Value Function

“State Value Function”

V(s) = E

TNP(T‘WasOZS)
T
- N\
\

2

t=0

t
VTt

Q-Function

“State-Action Value Function”

Q" (s,a) =FE

T~p(T|T,50=8,20=a)

2

t=0

t
A’
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Recursive definition

Q" (s,a) = Es’mp(s’\s,a) [T(Sv a, S,) + 7Ea’~w(a’|s’) [QW(Slﬂ a/)H
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Recursive definition

QW(S, a) = Es’mp(s’\s,a) :’I“(S, a, S/) + W/Ealmﬂ(aqsl) [QW(S,, a’)H
— IEC’s’rvp(s’|s,a) :T(S, a, Sl) T+ /‘)/VW(S/)}
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Value Function

““‘-------.-.---> rrO _I_ ,)/V(SE))

L ] Y
llllllllllllll
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Value Function

Value-function:

¥

arg max by/y(g/|s,a) [?“(S; a, S,) T W/V(S/)}
a 2 il ik’

Need access to
dynamics
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Value Function

Value-function:

arg max {‘s’wp(sl‘s,a> [T(S; a, S,) T ”YV(S/)}

a
Q-function:
arg max (s, a)
Q ——

Does not need
dynamics

136



Summary

* Q-Function
* Q-Learning

* Exploration
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Assignment 3: Q-Learning

Pong Breakout

138
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