Policy Gradient

CMPT 729 G100

Jason Peng



Overview

* Taxonomy of RL Algorithms
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e General View of PG



Taxonomy of RL Algorithms

* Policy-Based Methods




Taxonomy of RL Algorithms

* Value-Based Methods



Taxonomy of RL Algorithms

e Actor-Critic Methods




Taxonomy of RL Algorithms

* Model-Based Methods

p(s'[s, a)




Taxonomy of RL Algorithms

* Policy-Based Methods




Nondifferentiable Objective

f* = arg max J(mp)
0

@ Just use gradient ascent!
Objective is often v
NOT differentiable



Black Box Optimization

0" = arg max J(mp)
Y

black box

0 i>i>=] (7p)




Black Box Optimization

* Adapt search samples base on objective

search distribution

sample evaluate

______ '/_\‘ Qj:l'>

> ()
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Black Box Optimization

0" = arg max J(mp)
Y

0 i>i>=] (7p)
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Behavioral Timescales

e Lifetime
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Behavioral Timescales

e Lifetime

N

Evolutionary Methods
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Behavioral Timescales

e Lifetime
* Trajectories
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Behavioral Timescales

e Lifetime

* Trajectories
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Behavioral Timescales

e Lifetime
* Trajectories

* Actions
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Behavioral Timescales

e Lifetime
* Trajectories

* Actions
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Nondifferentiable Objective

0™ = arg max |J(7p)
0

g nondifferentiable

Vi J ()

/

Can we approximate?
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Finite-Differences

* Approximate gradient using finite-differences
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Notation

VJ(mg)




Policy Gradients

J(m)=E

Tp(T|T)

T—1
> A
- t:O -

— ]E’TNp(7'|7T> R(7)]

=

return of a trajectory
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Policy Gradients

J(m)=E

Tp(T|T)

T—1 |
> | =
=0

=" plr|m)R(r)

T
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Policy Gradients

J(m)=E

Tp(T|T)

T—1 |
> | =
=0

=" plr|m)R(r)

T
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Policy Gradients

T—1

J(m) = ETNp(T|7T) Z ’Yt’rt =

t=0

completely intractable



Policy Gradients

Vil (m) = Vap(r|m)R(T) Score Function
7 Vyp()

Vpp(z) = p(z) p(z) :Mvpbgp(@
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Policy Gradients
Vil (m) = Vap(r|m)R(T) Score Function

= p(x)Vplogp(x)

= p(r|m)Vrlogp(r|m) R(7)
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Policy Gradients
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Policy Gradients
Vil (m) = Vap(r|m)R(T) Score Function

= p(x)Vplogp(x)

= p(r|m)Vrlogp(r|m) R(7)

— ETNP(T|7T) [Vﬂlogp(T’W)R(T)]
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Policy Gradients
Vil (m) = Vap(r|m)R(T) Score Function

= p(x)Vplogp(x)

= p(r|m)Vrlogp(r|m) R(7)

— ETNP(T|7T) [Vﬂlogp(T’W)R(T)]
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Policy Gradients

V rlogp(r|m) = Vi log (

T—1

p(so) | | w(arlst)p(seralst, ar)
t—0

= p(T]|m)

|
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Policy Gradients

1T—1
V rlogp(r|m) = Vi log (p(s()) H m(at|st)p(se+1/st, at))
o =0



Policy Gradients

V rlogp(r|m) = Vi log (p(so)

T—1

| =(alst)p(sesilst, ar)
1—0

|
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Policy Gradients

Vrlogp(r|m) = Vrlog (p(So)

T—1

| =(alst)p(sesilst, ar)
1—0

|
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Policy Gradients

V rlogp(r|m) = Vi log (p(so)

T—1

| =(alst)p(sesilst, ar)

t=0

|
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Policy Gradients

T—1
Virlogp(r|m) = Vzlog | p(so) H m(ag|st)p(str1|st, at)
t=0
-1

= Vi [ logp(sp) + Y  logm(ay|ss) + logp(sr1ss, a¢)
=0
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Policy Gradients

Vrlogp(T|m) = Vrlog (

71
p(so) | | w(adlst)p(sealst, at))

t=0
-1

= Vi (Ing )+ > logm(ay|st) + logp(s;+1]st, ar)

t=0

Independent of 7T

)
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Policy Gradients

T—1

Virlogp(r|m) = Vzlog | p(so) H m(ag|st)p(str1|st, at)
t=0

-1

= Vi ( lostST + D logm(alsy) + lognbsrrtfsT ar)

t=0

Z Vﬂlogﬂ g ‘ St
=0
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Policy Gradients
Vil (m) = Vap(r|m)R(T) Score Function

= 7(7)V zlogm ()

= p(r|m)Vrlogp(r|m)R(T)

— ETNP(T|7T) [Vﬂlogp(T’W)R(T)]

T—1
policy gradient

= ETNP(T\W) R(7) tz% Virlogm(ay|st) AKA. REINFORCE [Williams 1992]

Simple Statistical Gradient-Following Algorithms for Connectionist Reinforcement Learning
[Williams 1992] 40



REINFORCE

V()

=K

=,

(7|7)

T—1

R(T) Z Vrlogm(ag|st)

t=0
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REINFORCE

V()

=K

=,

(7|7)

T—1

R(r) Y  Vglogr(ay|st)
1=0
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REINFORCE

T—1

Vil (1) =B pirir) | B(T) D Virlogm(ay|st)
t=0

ot

- - o _  _ylm0)Vzlogr(m)

Y
SO.“‘;_‘:“ _ w R(m)Vrlogm () =

D e — -
N\ ®

ot e REVHerm)()

-
N-———
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REINFORCE

ALGORITHM: REINFORCE

1: 0 < initialize policy parameters

2: while not done do
3. Sample trajectories {7} from policy my(als)
4:  Estimate policy gradient
vé’ ( ) NZ R( )Zt VQlogTTg(aHSi)
5. Update policy 0 < 0 + aVyJ ()
6: end while

7: return policy 7y

Simple Statistical Gradient-Following Algorithms for Connectionist Reinforcement Learning
[Williams 1992]
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2: while not done do
3. Sample trajectories {7} from policy my(als)
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REINFORCE

ALGORITHM: REINFORCE

1: 0 < initialize policy parameters

2: while not done do
3. Sample trajectories {7} from policy my(als)

4:  Estimate poli(,y oradient

VoI (m9) = 22, 1) 32, Vilogmy (ay[s;)
5. Update policy 0 < 0 + aVyJ(mp)
6: end while

7: return policy 7y

Simple Statistical Gradient-Following Algorithms for Connectionist Reinforcement Learning
[Williams 1992]
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REINFORCE

ALGORITHM: REINFORCE

1: 0 < initialize policy parameters

2: while not done do
3. Sample trajectories {7} from policy my(als)
4:  Estimate policy gradient
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REINFORCE

ALGORITHM: REINFORCE

1: 0 < initialize policy parameters

2: while not done do
3. Sample trajectories {7} from policy my(als)
4:  Estimate poli(,y oradient

Vo () = 3 22 R(T") 32, Velogmo(ag]s;)

5:  Update policy 0 < 0+ aVyJ ()

6: end while

7: return policy 7y

Simple Statistical Gradient-Following Algorithms for Connectionist Reinforcement Learning
[Williams 1992]

48



REINFORCE

ALGORITHM: REINFORCE

1: 0 < initialize policy parameters

2: while not done do
3. Sample trajectories {7} from policy my(als)
4:  Estimate policy gradient
vé’ ( ) NZ R( )Zt VQlogTTg(aHSi)
5. Update policy 0 < 0 + aVyJ ()
6: end while

7: return policy 7y

Simple Statistical Gradient-Following Algorithms for Connectionist Reinforcement Learning
[Williams 1992]



Action Distribution

1T—1
Tr~p(T|T) R(T) Z vﬂlogﬂ-(atlst)

T

must be differentiable

Vad(m)=E

j Etc...

Gaussian Distribution Categorical Distribution
(Continuous Actions) (Discrete Actions)




Problems

T—1

Vil (1) =B pirir) | B(T) D Virlogm(ay|st)
t=0

m(als)
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Problems

T—1

Vil (1) =B pirir) | B(T) D Virlogm(ay|st)
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Problems

T—1

Vil (1) =B pirir) | B(T) D Virlogm(ay|st)
t=0

m(als)




Problems

= _ =
Vil (1) =B pirir) | B(T) D Virlogm(ay|st)
- t:O —
Problem: Not invariant to reward translations
(als) (als) (als)
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Reward Translation

e Optimal policy is invariant to reward translation

 Gradient estimator is not invariant to reward translation

* Problem: Variance
* Monte-Carlo estimate with finite samples
» Goes away in expectation with infinite samples

59



Variance Reduction

* Baselines
e Causality
* Bootstrapping

60



Variance Reduction: Baseline

T—1

Vil (1) =B pirir) | B(T) D Virlogm(ay|st)
t=0

m(als)




Variance Reduction: Baseline

T—1

Vil (1) =B pirir) | B(T) D Virlogm(ay|st)
t=0

m(als)




Variance Reduction: Baseline

ViJ(m)=E

T—1

rep(rlm) | (R(T) =0) Y Vrlogr(agsy)

baseline

eg. b=2¢

/ t=0
m(als)
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Variance Reduction: Baseline

Vad(m) =B prpm) | (R(T) = 1) Y Valogr(ay|s)

/ t=0
m(als)

baseline

eg. b=2¢

Baseline reduces variance

Is this allowed?

What is the optimal baseline?

T—1

aj
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Variance Reduction: Baseline

 How does the baseline effect the gradient?

R(T)e—>R(7) = R(t) — b

A

v']'('(](ﬂ-) — Vﬂ'E

A

R(T)] — V,E R(r) — b

rrop(r|m) [ rrop(r|m) |

— vWETmp(ﬂw) [R(T):_VWETN]?<T‘7T) 0]
— ]ETNp(T|7T> [R(T)VW:-ng(T‘Wﬂ —VzE

Tr~p(T|T) 0]

score function



Variance Reduction: Baseline

 How does the baseline effect the gradient?

R(T)e—>R(7) = R(t) — b
vﬂj(ﬂ-) — VWETNp(T\ﬂ) [[:“7_)] — VWETNp(T\W) [R(7_> - b]

= v?TETNp(7'|7T> R(T) _VWETNP(T‘W) )
=K ) \R(7)Vrlogp(t|m)]| =V rE

Tr~p(T|T) 0]

= b

Trp(T



Variance Reduction: Baseline

 How does the baseline effect the gradient?

R(T)=>R(7) = R(1) — b
vﬂj(ﬂ-) — VWETNp(T\W) [R(T>] — VWETNp(T\W) [R(7_> - b]
— vWETmp(ﬂw) [R(T):_VWETN]?<T‘7T) 0]

=K i) LB(T)Valogp(T|m)| =V, Lpirim |
Vb =0

0]

Trp(T



Variance Reduction: Baseline

 How does the baseline effect the gradient?

R(r)=—>R(r) = R(t) — b
vﬂj(ﬂ-) — VWETNp(T\W) [R(T>] — VWETNp(T\W) [R(7_> — b]
— vWETmp(ﬂw) [R(T):_VWETN]?<T‘7T) 0]

| 0
= Epr|m) [R(7) V rlogp(7]7)| = Vi Bt T




Variance Reduction: Baseline

 How does the baseline effect the gradient?

R(T)=>R(7) = R(1) — b
vﬂj(ﬂ-) — VWETNp(T\W) [R(T>] — VWETNp(T\W) R(T) — 0]
— vWETmp(ﬂw) [R(T):_VWETN]?<T‘7T) b]
R(7)Vzlogp(T|m)]—V7E
R(7)Vzlogp(T|T)

Tr~p(T|T) 0]




Variance Reduction: Baseline

 How does the baseline effect the gradient?

R(T)e—>R(7) = R(t) — b

* Baseline does not change the gradient!
* Reduces variance without introducing bias

* Any constant value for the baseline will preserve policy gradient
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Variance Reduction: Baseline

Vad(m) =B prpm) | (R(T) = 1) Y Valogr(ay|s)

/ t=0
m(als)

baseline

eg. b=2¢

Baseline reduces variance
Is this allowed?

What is the optimal baseline?

T—1

aj
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Optimal Baseline

* Minimize variance of gradient estimator

Var [z] = E[z?] — (E [x])?

Var [V J(m)] = Var [(R(7) — b) Vilogp(T|m)] )
— IETNP(T‘W) [((R(T) — b) Vrlog p('r|7r))2} — (ETNp(T|7T) (R(T) —0) Vzlog p(ﬂﬂ])

1 J

= Epr(ﬂw) [R(7)Vrlogp(T|T)]
= ViJ(7)

independent of baseline
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Optimal Baseline

* Minimize variance of gradient estimator
Var [z] = E[z°] — (E[x])°
Var [V J(m)] = Var [(R(1) — b) Vzlogp(7|m)]

= Er o) | ((R() = 1) Vilog p(r ()] = (Bypirimy [(R(7) = b) Vrlog plr]m)])
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Optimal Baseline

d?i/I? - = %ETNP(TI'N) [(R(T) — ) (Vrlog p(T\W))Q: =0
- ]ETNp(T|7T) [_2 (R(1) —b) (Vxlog p(7'|7r))2_

_ _9 ETNp(T\W) [R(T) (Vxlog p(T|W))2] -+ 2b ETNp(T\W) [(leOg p(T‘ﬂ-»Q}

20 ETNp(T|7T) [(Vﬂlog p(T‘ﬂ'))Q} — 2 ]E’TNp(T|7T> [R(T) (Vrlog p(T‘ﬂ'))Q}

E,prim) [R(T) (V;log p(fryw))ﬂ w(r) = (Vlog p(r|))’

K p(r|m) [(leog p(t|m ))2] |

h—
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Optimal Baseline

* Optimal baseline:

E . p(r ) [R(T ()

R R 71C5)

* In practice:

b= B pr|r) [R(T)]/

where w(7) = (Vrlog p(r|m))?

easier to estimate
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Optimal Baseline

ViJ(m) = ETNp(T|7T)

where

b = ETNp(T\W) R(7)]

* Interpretation:

T—1

(R(T) = b) ¥  Valogr(ay|s)

t=0

* Increase likelihood of trajectories that do better than average
* Decrease likelihood of trajectories that do worse than average




Optimal Baseline

ViJ(m) = ETNp(T|7T)

where

b = ETNp(T\W) R(7)]

* Interpretation:

(R(T) = b) ¥  Valogr(ay|s)

- >0

T—1

t=0

increase
likelihood

* Increase likelihood of trajectories that do better than average
* Decrease likelihood of trajectories that do worse than average




Optimal Baseline

ViJ(m) = ETNp(T|7T)

where

b = ETNp(T\W) R(7)]

* Interpretation:

T—1

(R(T) = b) ¥  Valogr(ay|s)

L <0

t=0

decrease
likelihood

* Increase likelihood of trajectories that do better than average
* Decrease likelihood of trajectories that do worse than average




Policy Gradient

ALGORITHM: Policy Gradient

1: € < initialize policy parameters

2: while not done do

3:  Sample trajectories {7'} from policy my(a|s)
4:  Estimate baseline b = < R (')
3

stlnate pO ICY gra I(:‘Ilj

Vo Tg) N Z (11 — b) ng Vglogﬁg(aﬂsi)

6:  Update policy 0 < 0 + @-Vej(ﬂe)
7: end while

8: return policy 7y

Policy Gradient Methods for Reinforcement Learning with Function Approximation
[Sutton et al. 1999]
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Policy Gradient

ALGORITHM: Policy Gradient

1: € < initialize policy parameters

2: while not done do

3:  Sample trajectories {7'} from policy 7y(als)
4:  Estimate baseline b = < R (')

5 Esstimate polim gmdient

Vo Tg) N Z ( — )Z; Vglogﬁg(aﬂsi)

6: pdate policy ¢ < -|-(1- ICT
7: end while

8: return policy 7y

Policy Gradient Methods for Reinforcement Learning with Function Approximation
[Sutton et al. 1999]
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Variance Reduction

* Baselines
e Causality
* Bootstrapping
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Variance Reduction: Causality

ViJ(m)=E

=

T—1
Trp(T|T) (R(T) o b) Z vﬂ'logﬂ-<atlst)
- t=0

- [T-1 T-1 |
t/
reop(7|m) E v ry —b E V rlogm(ag|st)
-\ /=0 t=0 ]

rewards across all timesteps
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Variance Reduction: Causality

* Gradient at single timestep ¢
T—1 ,
Z At ry — b | Vilogm(at|st)
/=0
sum rewards across all timesteps

* Current action does not affect past rewards
* 7'y is independent of a; for all th <t
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Variance Reduction: Causality

(ro+7r1+r9+ ... +r7_1) Vilogm(ay|sy)

_\ Not affected by a1
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Variance Reduction: Causality

S0 A( aj

ST _1 ap_1 5T
‘OQQ‘I >‘

rr—1

0 ]

(ri1+ro+ ... +rp_1) Vylogm(a|s;)

Generally:

(’I‘t + ] + .. T ’I"T_l) Vﬂ'logﬂ-(at|8t)
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Variance Reduction: Causality

T—1
Twp(T\ﬂ) Z Vﬂlogﬂ at|st Z VT — b

| t=0
T-1 r-1

t
Twp(’r\ﬂ) Z Vﬂlogw(aﬂst) Z YTy — b
| =0 =

Vid(n)=E

ViJ(m) =K

“reward-to-go”
fewer reward terms — lower variance

Proof: https://spinningup.openai.com/en/latest/spinningup/extra pg proofl.html
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Variance Reduction: Causality

* Trajectory-based estimator:

T—1 T—1 ]
/
Vad (7) = Er pirm) | D Valogm(aglsy) (§ Ay — b)

B t:O t’:o

e Reward-to-Go estimator:

tl
V(1) = Eg vy (s)Ean(als) Brap(r|rso=s ag=a) | VrlogT(als) (Z’V Tt'b)
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Variance Reduction: Causality

* Trajectory-based estimator:

Vad(m)=E

Trop(T

7)

=0

e Reward-to-Go estimator:

V(1) =E

SNdﬂ'

(s)E

a~7r(a|s)E’r~p(T\W,sozs,aoz

a)

T—1
Z V rlogm(a|st) (Z v Ty — b)

Vrlogrm(als) (

treat every state as start of

a new trajectory

T—1

Z fyt,rt/ —b

t'=0

88
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Variance Reduction: Causality

* Trajectory-based estimator:
(T—1

VWJ(T() — ETNp(T|7T) Z VﬂlogTr at\st Z YTy — b
t=0

e Reward-to-Go estimator:

T—1
o
Vrd(m) = Eswdﬂ-( )anﬂ(a|s)Efr~p(T\w,sozs,aoza) Virlogr(als) Z vy —0b

‘ i t'=0 _

“discounted” state distribution sum future rewards
of the policy 7
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Discounted State Distribution

_ _ _
/
VaJ(m) = ESNdW(S)EaNW(als)ETNp(T‘W,SOZS,aOZa) Vrlogn(als) ( E o Ty — b)

—I— I =0

“discounted” state distribution

>0

dr(s) = (1=7)) ~'p(s; =s|n)

t=0

90



Discounted State Distribution

t,
VrJ(m) = ESNdW(S)anw(a|S)Efrwp(T|7T,SO=s,aO:a) Vrlogm(als) Z Y ry—b
“discounted” state distribution

>0

dr(s) = (1=7)) ~'p(s; =s|n)

t=0 7_

probability of being in S after
following 7T for { timesteps
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Discounted State Distribution

Vil (1) = Egq, (s)E

=

“discounted” state distribution

0.9
Z p(st = s|m)

a~r(als)Er~p(r|r,s=s,a0=a)

Vrlogm(als) (

T—1

Z 'yt,frt; — b

t'=0

92
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Discounted State Distribution

- . -
/
V’/TJ(']T) = K a~7r(a|s)E7'Np(T\W,Sozs,aoza) Vﬂlogﬂ(a|s) ( E ’}/t Ty — b)

—I— I =0

“discounted” state distribution

>0

dr(s) = (1=7)) ~'p(s; =s|n)

t=0
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Discounted State Distribution

/
VrJ(m) = ESNdW(S)EaNW(als)ETNp(T‘W,SOZS,aOZa) Vrlogm(als) (Z 7t Py — b)

_I_ i

“discounted” state distribution

>0

dr(s) = (1 —7) Z v'p(st = s|7) > p(S|7T)

t=0

In practice, just use the marginal
state distribution instead
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Reward-to-Go Gradient Estimator

Sp) ap S1 a1 52 ST —1 a7 —

O—0—@9°° 0 >Q
0 1

rr—1

=

Vo= (”'“0 T+ T+ .+ WT_L'“T—1) Vrlogm(ap|sp)

Vi = (7“1 + Yro + "yQTg + ...+ ”yT_QTT_l) Vﬂlogﬂ(aﬂsl)

average grads

- = VWJ(W)

Vr_1= (rr—1) Vzlogm(ap_1|sp_1) _
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State-Based Baseline

e Reward-to-Go estimator:

Vird(m) =

Fsd,(s)

a~m(als)

E

T~p(T|T,80=8,2)=

a)

V logm(als) (Z 'yt,frt; — b)

Can use a better baseline for

even lower variance
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State-Based Baseline

e Reward-to-Go estimator:

VWJ( ) ESN(IZT;—( )anw(a|s)E7‘Np(T‘W,SOZS,aOZa)

V() = Bsd (s)Bann(als)Erp(rir.s0=s,a0=a)

V logm(als) (Z fyt,frt/ — b)

Vrlogm(als) (Z 'yt,rt; — V7" (s )

Value function baseline
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State-Based Baseline

e Reward-to-Go estimator:

Vrd(m) = ESNdW(S)anw(a|s)ET~p(T\W,sozs,aoza)

Vad(m)=E

SNdﬂ(S)EaNW(a|S)ETNp(T|7T,S()=S,a(]=a)

 Advantage > 0: Action is better than average
e Advantage < 0: Action is worse than average

T—1
V logm(als) Z 'yt,frt; —b
t'=0

1T—1
Vilogn(als) [ Y 4y — V7(s)
t/=0

J

|

“Advantage”

98




Value Function Baseline

Egq (s)E E

a~m(als)

T~p(T|T,80=8,80=

a)

- ESrwdw(S)Eam'ﬂ(a|S)ETNP(T|7T>SOZSvaOZa)

)E

a~(als

T~7(T|7,80=8,a)=a

Vilogr(als) (Z fyt,frt; — V7 (s )

T—1

Vlogrm(als) Z ’yt,rtf
t'=0

) [Vrlogm(als)V™ (s)]
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Value Function Baseline

t,
By dy(s)Barr(als) Erp(rir.sy=s.a0—a) | VrlogT(als) (Z’V ry = V(s )

_ _ i,
/

- ESNdW(S)EaN’JT(a|S)ETNP(T|’]T,SO:S,EI():&) Vrlogm(als) Z /Vt Ty

_ =0

_ESNdW(S)EaNW(als)ETNW(T|7T,SOZS,a():a) [Vﬂlogﬂ(aE)VW(E)]
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Value Function Baseline

ESNCZW(S)E

t/
= Esir(s)Banr(als) Ernp(rimsy=s,ag=a) | Vrlogm(als) D 2'ry

s~d(s

a~m(als)

E

T~p(T|T,80=8

ag=a) | Vrlogm(als) (Z fyt,frt; — V7 (s )

T—1

t'=0

m) Vilogm(a|s)V7(s)]

Ear(als) Bzl
V\

e
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Value Function Baseline

E

Smdﬂ'

(s)E

a~(als

a~(als

a~r(als

)]E

a~(als

T~p(T|7,80=8,80=a)

)ETNp(T|7T,S():S,a0:a)

)E

)IE

T~p(T|7,80=8,a0=a)

-1

Vrlogm(als) (Z fytlrt; — V7(s)

T~7(T|7,80=8,a)=a

(s) |V"(8) Eanr(als) leog'ﬂ(aIS)]]

Vlogrm(als) Z ’)/tlrtf

Vlogrm(als) Z ’Yt/Ttl

t'=0

T—1

t'=0

| [Vrlogr (als)V™(s)

T—1

t'=0

)
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Value Function Baseline

E

Smdﬂ'

(s)E

a~(als

a~(als

a~r(als

)]E

)E

a~(als

)IE

T~p(T|7,80=8,80=a)

T~p(T|7,80=8,a0=a)

)ETwﬂ(ﬂw,sO:s,aO:a

T~p(T|7,80=8,a0=a)

A(s) [VW(S) Ea~r(als) leog'ﬂ(aIS)]]

= Vi Zw(a\s) =Vl
a

Vlogrm(als) Z ’)/tlrtf

Vlogrm(als) Z ’Yt/Ttl

-1

Vrlogm(als) (Z fytlrt; — V7(s)

t'=0

T—1

t'=0

| [Vrlogr (als)V™(s)

T—1

t'=0

)
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Value Function Baseline

t,
By dy(s)Barr(als) Erp(rir.sy=s.a0—a) | VrlogT(als) (Z’V ry = V(s )

T—-1
- ESNdW(S)EaN’JT(a|S)ETNP(T|’]T,SO:S,8_0:&) Vrlogm(als) Z /thrt’

t'=0
_ESNdW(S)EaNW(aIS)ETN’/’T(T|7T,SOIS,a():a) Vrlogm(als)V" (s)]
_ - i,
- ESNdW(S)EaN’JT(a|S)ETNP(T|’]T,SO:S,8_0:&) Vrlogm(als) Z th,Tt’
i 0 t'=0 i

_ESNdW(s) [Vﬁ(s) o gr(als),

Value function baseline is unbiased!
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Value Function Baseline

-1

/
(| so=s.a0=a) | Vrlogm(@ls) | 7" ry = V7(s)
/=0

Vad(m)=E

SNdW(S)EaNW(als

* Value function baseline is unbiased!

* Substantial variance reduction

* Any baseline that is only a function of the state is unbiased
[Sutton et al. 1990]

Policy Gradient Methods for Reinforcement Learning with Function Approximation
[Sutton et al. 1999] 105



Reward-to-Go Policy Gradient

ALGORITHM: Reward-to-Go Policy Gradient

1: 6 «+ 1nitialize policy parameters

2: V' < Initialize value function parameters

: while not done do
Sample trajectory 7 from policy my(als)
Fit value function V'(s)

S

6:  for every timestep t do

T—1 ¢4 |
n OV, (ZH =ty — (st)) Vologmo(as;)
8:  end for

Vo (my) = % 3":—01 V,
10:  Update policy # < 0 + aVy.J(my)
11: end while

12: return policy 7y
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Reward-to-Go Policy Gradient

ALGORITHM: Reward-to-Go Policy Gradient

1: # < initialize policy parameters
2: V' « 1nitialize value function parameters

: while not done do
Sample trajectory 7 from policy my(als)
Fit value function V'(s)

S

6:  for every timestep t do

T—1 ¢4 |
n OV, (ZH =ty — (st)) Vologmo(as;)
8:  end for

Vo (my) = % 3":—01 V,
10:  Update policy # < 0 + aVy.J(my)
11: end while

12: return policy 7y
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Reward-to-Go Policy Gradient

ALGORITHM: Reward-to-Go Policy Gradient
1: # < initialize policy parameters
2: V' < Initialize value function parameters

3. while not done do
4:  Sample trajectory 7 from policy my(als)
5 Fit value function V' (s)

6: for every timeqtep t do

n Ve (ST e — Vis) Voloam(ads)
8:  end for
9: V@](ug) T t 0 Vf

10:  Update policy # < 0 + aVy.J(my)
11: end while

12: return policy 7y
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Reward-to-Go Policy Gradient

ALGORITHM: Reward-to-Go Policy Gradient
1: # < initialize policy parameters
2: V' < Initialize value function parameters

3: while not done do

4: Sample trajectorv 7 from policy mp(als
.

e )

Fit value function V'(s)

6: for every timeqtep t do

n Ve (ST e — Vis) Voloam(ads)
8: end for

9: V@](ug) T t 0 Vf
10:  Update policy # < 0 + aVy.J(my)
11: end while

12: return policy 7y
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Reward-to-Go Policy Gradient

ALGORITHM: Reward-to-Go Policy Gradient
. # < initialize policy parameters
2: V' < Initialize value function parameters

'—'.

: while not done do
Sample trajectory 7 from policy my(als)
Fit value function V(s

S

6: for every timeqtep t do

n Ve (ST e — Vis) Voloam(ads)
8: end for

9: V@](ug) T t 0 Vf
10:  Update policy # < 0 + aVy.J(my)
11: end while

12: return policy 7y
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Reward-to-Go Policy Gradient

ALGORITHM: Reward-to-Go Policy Gradient
. # < initialize policy parameters
2: V' < Initialize value function parameters

'—'.

: while not done do
Sample trajectory 7 from policy my(als)
Fit value function V'(s)

S

G: for everv timestep ¢ do

"JT(St)) VQ]OE_)HQ af|Sf)
8: end for

9: V@](ug) T t 0 Vf
10:  Update policy # < 0 + aVy.J(my)
11: end while

12: return policy 7y
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Reward-to-Go Policy Gradient

ALGORITHM: Reward-to-Go Policy Gradient
1: # < initialize policy parameters
2: V' < Initialize value function parameters

: while not done do
Sample trajectory 7 from policy my(als)
Fit value function V'(s)

3
4:
D:

6:  for every timestep t do
T—1 4 ,
7 Vf_ — Zt’:t ”:r"'t t?’t-‘ —V (St) VQ]Og?TQ(atls-f_)

8: end for

Vo (my) = % 3":—01 V,
10:  Update policy # < 0 + aVy.J(my)
11: end while

12: return policy 7y
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Reward-to-Go Policy Gradient

ALGORITHM: Reward-to-Go Policy Gradient
. # < initialize policy parameters
2: V' < Initialize value function parameters

'—'.

: while not done do
Sample trajectory 7 from policy my(als)
Fit value function V'(s)

S

6: for every timeqtep t do

m Ve (ST - Vis) Valoam (adsy)
8: end for

9: V@](ug) T t 0 Vf
10:  Update policy # < 0 + aVy.J(my)
11: end while

12: return policy 7y
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Reward-to-Go Policy Gradient

ALGORITHM: Reward-to-Go Policy Gradient
. # < initialize policy parameters
2: V' < Initialize value function parameters

'—'.

: while not done do
Sample trajectory 7 from policy my(als)
Fit value function V'(s)

S

6:  for every timestep t do

7 Vf — Z T "’T(St)) VQ]OQ_)HQ a.fle)
8: end for

9: V@](ug) T t 0 Vf
10:  Update policy # < 0 + aVy.J(my)
11: end while

12: return policy 7y
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Reward-to-Go Policy Gradient

ALGORITHM: Reward-to-Go Policy Gradient
. # < initialize policy parameters
2: V' < Initialize value function parameters

'—'.

: while not done do
Sample trajectory 7 from policy my(als)
Fit value function V'(s)

S

6: for every timeqtep t do

m Ve (STt - Vis) Voloam(ads)
8: end for

9: V@](ug) T t 0 Vf
10:  Update policy # < 0 + aVy.J(my)
11: end while

12: return policy 7y
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Reward-to-Go Policy Gradient

ALGORITHM: Reward-to-Go Policy Gradient
. # < initialize policy parameters
2: V' < Initialize value function parameters

'—'.

: while not done do
Sample trajectory 7 from policy my(als)
Fit value function V'(s)

S

6:  for every timestep t do

T—1 ¢y o
7 Vf — (Zt’:t ”‘;"’t f?’tr —V (St)) Vglogng(at|sf)
8:  end for

11: end while

12: return policy 7y
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Reward-to-Go Policy Gradient

ALGORITHM: Reward-to-Go Policy Gradient
1: # < initialize policy parameters
2: V' < Initialize value function parameters

: while not done do
Sample trajectory 7 from policy my(als)
Fit value function V'(s)

S

6:  for every timestep t do

T—1 ¢4 |
n OV, (ZH =ty — (st)) Vologmo(as;)
8:  end for

T-1
Vo (my) = % —o Vi
10:  Update policy € + 6 + aVyJ(my

11: end while

12: return policy 7y
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Reward-to-Go Policy Gradient

ALGORITHM: Reward-to-Go Policy Gradient
. # < initialize policy parameters
2: V' < Initialize value function parameters

'—'.

: while not done do
Sample trajectory 7 from policy my(als)
Fit value function V'(s)

S

6: for every timeqtep t do

n Ve (ST e — Vis) Voloam(ads)
8: end for

9: V@](ug) T t 0 Vf
10:  Update policy # < 0 + aVy.J(my)
11: end while

12: return policy T
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Variance Reduction

* Baselines
e Causality
* Bootstrapping
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Variance Reduction: Bootstrapping

T—1
t,
SNdW(S)EaNW(a|S)ETNp(T|7T,S()=S,a():a) Vrlogm(als) E :7 vy — VW(S))
/=0

Vad(m)=E

sum of random variables — high variance

ro + Yr| -+ 727°2 + ...
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Variance Reduction: Bootstrapping

T—1
/
Vrd(m) = ESNdW(S)EaNW(a|S)ETNp(T|7T,S()=S,a():a) Vrlogn(als) Z o Ty = VW(S))
t'=0

sum of random variables — high variance

n-step return: (g + Yr1 + ’)/27“2 + ...+ ’yk_l’l“k_l
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Variance Reduction: Bootstrapping

T—1
/
Vrd(m) = ESNdW(S)EaNW(a|S)ETNp(T|7T,S()=S,a():a) Vrlogn(als) Z o Ty = VW(S))
t'=0

sum of random variables — high variance

k—1 k
rp—1 +7"V"(sp)
bootstrap

n-step return: T + Y] + 727“2 + oY
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N-Step Bootstrapping

1-step bootstrap:
2-step bootstrap:

3-step bootstrap:

n-step bootstrap:

y=ro+yV7(s1)

y =70+ +7°
y = 1o+ 71 + 7o + 7V (s3)

n—1

V7 (s2)

y=> r+9"V7(sy)

t=0

High variance

S\

Biased

123



TD(A)

e Use TD(A) to estimate return TD())
T 1 7 7
Vrlogn(als) [ > ~'ri - V”(S)) (TD ! ! ! j .
(_to S 9 g
@ CI) I T Siio R
(1— )\ ? ?Am
Vrlogm(als) R’\(s, a) ) g) .
A-return (=X ] A
Z =1 i . O Sr Rr
AT—t—l

Reinforcement Learning: An Introduction
[Sutton and Barto 1998]
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TD(A)

e Use TD(A) to estimate return

Vrlogm(als)

v

Vrlogr(als) (R/\(s, a) — V”(s))

\ J

Y
Generalized Advantage Estimation (GAE)

High-Dimensional Continuous Control Using
Generalized Advantage Estimation
[Schulman et al. 2016]

TD())

T 1 7 7
ool 1
S99 g
P Y
S

O E

(1 =)\ IAT—l

Zzl . M SrBr

\T—t-1

Reinforcement Learning: An Introduction
[Sutton and Barto 1998]
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Variance Reduction

* Baselines
e Causality
* Bootstrapping
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Applications



Visual Navigation

Asynchronous Methods for Deep Reinforcement Learning
[Mnih et al. 2016]



Visual Navigation

Target-driven Visual Navigation in Indoor Scenes using Deep Reinforcement Learning
[Zhu et al. 2017] 129



Robotic Locomotion

Learning to Walk in Minutes Using Massively Parallel Deep Reinforcement Learning
[RUdin et al. 2022] 130



Robotic Locomotion

|
I 1y
!
\ \
:

i

| (FRRRTIOOOOANGRRANY  Oovvmvnno RIS

1]
L

We test the policy ™
on the real robot

Learning to Walk in Minutes Using Massively Parallel Deep Reinforcement Learning
[RUdin et al. 2022] 131



Policy Gradient

Directly optimize J(7) by estimating gradient VJ ()
General: can be applied to continuous and discrete states and actions
X High-variance gradient estimator — unstable/slow convergence

X Very sample inefficient
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General View of PG



Nondifferentiable Functions

* Why does PG allow us to calculate gradients for a nondifferentiable
function?
* Gradient exists but unknown
* Gradient does not exist
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Nondifferentiable Functions

arg max f(x)

TVXLC)
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Nondifferentiable Functions

arg max f(x)

136



Nondifferentiable Functions

arg max f(x)

> arg max
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Nondifferentiable Functions

arg max f(x)

> arg max

{‘xmp(x) [f (LU)]
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Nondifferentiable Functions

arg max f(x)

p

f(x) \V4

.41
> argmax E,

(x)Lfoﬂ

Score
Function

Vi =Eppa) Lf(2)Vplogp(z)]

139



Nondifferentiable Functions

arg max f(x)

> arg max

p

N

Score
Function

Vp =Eppa) Lf(2)Vplogp(z)]
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Nondifferentiable Functions

Arg max *‘3}m ()]
AN
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Nondifferentiable Functions

arg max B, ) [f(2)]

p
= > pla)f(x)

\ - J

Y
This is a convolution!
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Nondifferentiable Functions

arg max I,

“rrp(2)

()]
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Nondifferentiable Functions

arg 1max ‘ﬂpr(x)

()]

p* f(x)
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Nondifferentiable Functions

not differentiable differentiable!
l_‘_\ f A |
arg max f(x) arg max K, . [f(2z)
X p
f(x) Byp(e) [f (@)

Key Idea: Expectation of a nondifferentiable function is differentiable
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Score Function

 Score function can be applied to estimate gradients for any
nondifferentiable function

* Converts an optimization of a deterministic variable into an optimization of a
stochastic distribution

* Policy gradient only works for stochastic policies

an~ m(als) aXr(s)

Gradient Estimation Using Stochastic Computation Graphs
[Schulman et al. 2015] 146



Evolutionary Strategies

=i
o
g
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Evolutionary Strategies
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Evolutionary Strategies
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Evolutionary Strategies

e o e e e e e e m—
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Evolutionary Strategies
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Evolutionary Strategies
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Evolutionary Strategies
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Evolutionary Strategies

Cross-Entropy Method Policy Gradient
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Evolutionary Strategies

O

F — — e e e e e — -
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Evolutionary Strategies

qu((J) =

0 ~q(6) J (7))

R

g (0) J(m9)V glogq(0))

evolutionary strategy

Evolution is doing gradient ascent!
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Evolutionary Strategies

Cross-Entropy Method:
* Optimize distribution over parameters

Policy Gradient:
e Optimize distribution over actions
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Summary

* Policy Gradient

* Derivation

* Variance Reduction
e Applications

e General View of PG
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