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Agent-Environment Interface
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Reward
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Markov Decision Process




Policy Evaluation

How good is it?
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Performance

Expected Return Episodic Return



Monte-Carlo Estimate
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Expected Return




Reward-To-Go




Reward-To-Go
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Reward-To-Go
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Reward-To-Go
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Reward-To-Go
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Value Function
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Value Function

Vi(s)=E

“T~p(T|T,80=5)

a

Likelihood of a trajectory
under 7T starting at S

1T'—1

D e

t=0

15



Value Function
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Value Function

“T~p(T|T)

“T~p(T|m,50=5)

T—1

D e

t=0

1T'—1

D '

t=0

17



T
AT

—
1
i

~—
b

|
|
il

Why a Value Function?
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Why a Value Function?

" ', e | . /, . o
* | V (S)')
ALPHAGO " 'se ‘o00e _ e
00:08:32 9 | 1 ¢ LEESEDOL ' .
oo |LIRANRGL L0 WO Can the policy win?

O
SO
) O

oo

AlphaGo

Google DeepMind

AlphaGo [DeepMind]
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Policy Improvement
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Policy Improvement
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Policy Improvement
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Policy Improvement
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Value Function Approximation
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Value Function Approximation
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Function Approximator

Look-Up Table

Neural Network Decision Tree
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Learning
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Supervised Learning
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Supervised Learning
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Supervised Learning
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Supervised Learning
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Mean Prediction Error
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Supervised Learning
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Collect data from policy
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Supervised Learning
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Supervised Learning
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Monte-Carlo Method
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Random Variable

Unbiased

¢ High variance = Slow convergence
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Dynamic Programming



Recursive Property of Value Function
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Likelihood of a trajectory
under 7 starting at S
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Recursive Property of Value Function
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Recursive Property of Value Function
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Recursive Property of Value Function
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Recursive Property of Value Function

Vi(s)=E
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Immediate reward at S

Return starting at S
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Recursive Property of Value Function
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Recursive Property of Value Function
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Recursive Property of Value Function
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Recursive Property of Value Function
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Recursive Property of Value Function
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Recursive Property of Value Function
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Recursive Property of Value Function

V*(s) = 4j'arwr(a\s) s/ rop(s'|s,a) [T T VVW(S,)]




Recursive Property of Value Function

A

Vi(s) = 4j'arwr(a\s) s/ rop(s'|s,a) [T T VVW(S,)]

/
S a S _——
O - S
\

48



Recursive Property of Value Function
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Recursive Property of Value Function

A

Vi(s) = 4j'arwr(a\s) s/ rop(s'|s,a) [T T VVW(S,)]

J

|
Bellman equation for V'™
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Recursive Property of Value Function
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Recursive Property of Value Function
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random variable deterministic

high-variance low-variance
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Recursive Property of Value Function
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Low-variance

How do we get this?

53



Bootstrapping
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Supervised Learning
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Bootstrapping

y=r+V7(s)
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Temporal Difference
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Temporal Difference
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Dynamic Programming

ALGORITHM: DP Policy Evaluation

1:

2
3

10:
11:

12:

S e R A

input 7: policy

. B < collect trajectories 7 from

- VY « initialize value function
. for iteration 2 =0.....k — 1 do
D « () initialize dataset
for (s;,7;,8}) in B do
Yy =1r; + ’}’VE(S:,)
Store (s;,y;) in dataset D
end for
: : 2
Vitl = arg min,, Es; y)~D [||yj — V(s;)|| ]
end for
return V*
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Dynamic Programming

ALGORITHM: DP Policy Evaluation

1: input 7: policy
2: B < collect trajectories 7 from =«

?
3: V'V « initialize value function

4: for iteration 2 =0.....k — 1 do
D <+ () initialize dataset
for (s;.r;,s;) in B do

yj =1 + V()

Store (s;,y;) in dataset D
end for

R S

10: Vi = arg miny Es, o [y — V(s))|[]
11: end for

12: return V*
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Dynamic Programming

ALGORITHM: DP Policy Evaluation

1: input 7: policy
2: B < collect trajectories 7 from =«
3. VY < initialize value function

.

. for iteration 2 =0.....k — 1 do
D <+ () initialize dataset
for (s;.r;,s;) in B do

yj =1 + V()

Store (s;,y;) in dataset D
end for

R S

10: Vi = arg miny Es, o [y — V(s))|[]
11: end for

12: return V*
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Dynamic Programming

ALGORITHM: DP Policy Evaluation

1:

2
3

4

input 7: policy
. B < collect trajectories 7 from
. VY « initialize value function

. for iteration 2 =0.....k — 1 do

D
6:
7
8:
9:

10:
11:

12:

D «+ () 1initialize dataset

for (s;,7;,8}) in B do
yj =1 +7V(s))
Store (s;,y;) in dataset D

end for

end for

return V¥
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Dynamic Programming

ALGORITHM: DP Policy Evaluation

1: input 7: policy
2: B < collect trajectories 7 from =«
3. VY <« initialize value function

4: for iteration 2 =0.....k — 1 do

5. D < () initialize dataset

6: for (s;,7;,8%) in B do

T yj =1 +7V'(s))

8: Store (s;,y;) in dataset D
9: end for

10: Vi = arg miny Es, o [y — V(s))|[]
11: end for

12: return V*
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Dynamic Programming

ALGORITHM: DP Policy Evaluation

1: input 7: policy
2: B < collect trajectories 7 from =«
3. VY <« initialize value function

4: for iteration 2 =0.....k — 1 do
5. D < () initialize dataset
6: for (s;,7;,8%) in B do
1 Yy =15 T YVS;
8
9

Store (s;,y;) in dataset D
end for

10: Vi = arg miny Es, o [y — V(s))|[]
11: end for

12: return V*
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Dynamic Programming

ALGORITHM: DP Policy Evaluation

1: input 7: policy
2: B < collect trajectories 7 from =«
3. VY <« initialize value function

4: for iteration 2 =0.....k — 1 do
5. D < () initialize dataset
6:  for (s;,r;.s}) in B do

T y; =r; +V*'(s})
=
9

tore (s;,v;) 1 dataset D
end for

10: Vi = arg miny Es, o [y — V(s))|[]
11: end for

12: return V*
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Dynamic Programming

ALGORITHM: DP Policy Evaluation

1: input 7: policy
2: B < collect trajectories 7 from =«
3. VY <« initialize value function

4: for iteration 2 =0.....k — 1 do
D <+ () initialize dataset
for (s;.r;,s;) in B do

yj =1 + V()

Store (s;,y;) in dataset D
end for

LPUP >«

10: Vi = arg miny Es, o [y — V(s))|[]
11: end for

12: return V*
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Dynamic Programming

ALGORITHM: DP Policy Evaluation

1: input 7: policy
2: B < collect trajectories 7 from =«
3. VY <« initialize value function

.

. for iteration 2 =0.....k — 1 do
D <+ () initialize dataset
for (s;.r;,s;) in B do

yj =1 + V()

Store (s;,y;) in dataset D
end for

R S

10: Vi = arg miny Es, o [y — V(s))|[]
11: en or

12: return V*
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Dynamic Programming

ALGORITHM: DP Policy Evaluation

1: input 7: policy
2: B < collect trajectories 7 from =«
3. VY <« initialize value function

4: for iteration 2 =0.....k — 1 do
5. D <+ () initialize dataset

6: for (s;,7;,8%) in B do

T yj =1 +7V'(s))

8 Store (s;,y;) in dataset D
9 end for

10: Vi = arg miny Es, o [y — V(s))|[]
11: end for

12: return V¥
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Dynamic Programming

ALGORITHM: DP Policy Evaluation

1: input 7: policy
2: B < collect trajectories 7 from =«
3. VY <« initialize value function

4: for iteration 2 =0.....k — 1 do
D <+ () initialize dataset
for (s;.r;,s;) in B do

yj =i +V(s))

Store (s;,y;) in dataset D
end for

R S

10: Vi = arg miny Es, o [y — V(s))|[]
11: end for

12: return V*

Reinforcement Learning: An Introduction 2" Ed (Ch 6)
[Sutton and Barto 2018]
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Bias-Variance Tradeoff

Monte-Carlo Bootstrap
T—1
/ .
y= ' y =ro+7V7(s1)
t=0

x Biased

Low-variance

X High-variance
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N-Step Bootstrapping

1-step bootstrap:
2-step bootstrap:

3-step bootstrap:

n-step bootstrap:

y=ro+yV7(s1)

y =70+ +7°
y = 1o+ 71 + 7o + 7V (s3)

n—1

V7 (s2)

y=> r+9"V7(sy)

t=0

S\

Bias
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N-Step Bootstrapping

1-step bootstrap:
2-step bootstrap:

3-step bootstrap:

n-step bootstrap:

y=ro+yV7(s1)
y =1y +yr1 + 7V (s9)
y =10+ + 7o + V7 (s3)

n—1
y= Yri++9"V(sy)

t=0 ya

decays exponentially
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N-Step Bootstrapping

1-step bootstrap: Yy = rp + ’va(sl)
2-step bootstrap:  y = 1 + r1 + 7V 7 (s9)

3-step bootstrap: Yy = rg+ Yry + ’)/27“2 + 73VW(83)
o

®
® n—1

n-step bootstrap: Y = Z ’)/t”r't + ’)/n‘/\/ﬂ(sn)

t=0 ya

n—oo, '—=0



N-Step Bootstrapping

n—1
y=> Yre+y"V7(sy)
t=0
n=1 n — o0
Bootstrap Monte-Carlo

T'—1
y =r0+7V7(s1) y= Y '
t=0
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N-Step Bootstrapping

Small 7T :
* High bias
e Low variance

Large T :
* Low bias
* High variance
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N-Step Bootstrapping

0.55
o5}t W/

045 F

RMS error

over first 04k

10 episodes

035 F

03

025,

On-line n-step TD methods

n=4

02

0.4 0.6 0.8 1
84

Reinforcement Learning: An Introduction 2" Ed
[Sutton and Barto 2018]
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TD(A)

* How to we pick 717?

* TD(A):

* Average multi-step returns across all lengths 71!
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Reinforcement Learning: An Introduction
[Sutton and Barto 2018]
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Optimal Policies



Optimal Policy

" = arg max J(7)
s

N/

J(n*) > J(m) forall w



Optimal Value Function

V=(s)
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Optimal Value Function

V*(s) > V7™(s) for all 7 and s

V=(s)

\

4‘1

“a~7*(als) {‘S’Np(s’\s,a) [T +V” (S/)}

J

Y
Bellman equation of the

optimal policy
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Optimal Value Function

* For a given MDP
* The optimal value function is unique
* Can be many optimal policies
e Given an optimal policy, can recover the optimal value function

* Given the optimal value function, can recover an optimal policy
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Testing

Biased towards earlier steps
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Testing

J(m) = Efrmp(ﬂﬂ)

No discount during testing

J(m)=E

Top(T|m)
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