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Overview

e Agent-Environment Interface
* Markov Decision Processes

* Partially Observable Markov Decision Processes



Environment Interaction

Pong [Atari] Atlas [Boston Dynamics] [Smithsonian Magazine]



Agent-Environment Interface

Action

Environment

Reward

State



Maze

State:

* position




Maze

State:

* position %

Action:
e up /down / left / right / stop

li
Reward: <: i;g :>
U

e 1if goal reached

0 otherwise




Pong

State:

e position + velocity of paddles
e position + velocity of the ball
* scores

Action:
e up /down / stop

Reward:

* 1if agent scores Pong [Atari]
e -1if opponent scores



Humanoid Walking

State:

e position + velocity of body parts

Action:

* motor forces

Reward:

* speed



Humanoid Walking




Humanoid Walking (State)
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Humanoid Walking (Action)
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Humanoid Walking (Reward)

reward (
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Humanoid Walking (Reward)
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Agent-Environment Interface

Action

Environment

Reward

State
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Policy







Maze

D Kakak
D Kakak




Agent-Environment Interface

Action

Environment

Reward

State
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Markov Decision Process

s € & — state space
a € A — action space

/ . .
p(S ‘S, a) — dynamics function

T(S, a, S,) — reward function
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MDP

scS



MDP
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MDP

Markov property: p(s’|s, a)
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Trajectory

Initial State

of
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206
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Episode: One trajectory/rollout.
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Terminal State
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Discount Factor
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Discount Factor
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Discount Factor
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Discount Factor
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Discount Factor

T—1

J(m) = ]ETNp(7'|7T> Z Vtrt
=

R =rg+~vyr +')/2r2+ +'yT_1frT_1

Y = 1: maximize rewards at all timesteps equally



Discount Factor

T—1

J(m) = ]ETNp(7'|7T> Z Vtrt
=

R=rg+r1+ro+..+rp_4

Y = 1: maximize rewards at all timesteps equally



Discount Factor

T—1

J(m) = ]ETNp(7'|7T> Z Vtrt
=

1

rr—1

Y = 0: only maximize reward at first timestep
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Discount Factor

T—1

J(m) = ]ETNp(7'|7T> Z Vtrt
=

Y = 0: only maximize reward at first timestep
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Discount Factor

T—1

J(m) = ]ETNp(7'|7T> Z Vtrt
=

R = ?"0—|—0.57”1—|—0.527"2—|-...—|—0.5T_17"

Y =0.5

1'—1



Inflation
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$2,145,435

$1,230,580

$815,024
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Discount Factor

T—1

J(m) = ]ETNp(7'|7T> 7Tt
=

R =1ryg+r +')/2r2+ +'yT_1frT_1

Large ") : maximize long term rewards (far-sighted)

Small 7} : maximize short term rewards (short-sighted / greedy)



Discount Factor

T—1

J(W) — ETNp(T|7T) Z /Ytrt
b

Y = 1: maximize rewards at all timesteps equally

T #+ oo
Expectation undefined if T = oo



Discount Factor

T—1

J(m) = ]ETNp(7'|7T> Z Vtrt
=

R =1ryg+r +')/2r2+ +'yT_1frT_1

If T = oo,
Then y < 1 for expectation to be defined.
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Return Bounds

* 7 € [Tmin, Tmax], 720

R = r0+'yr1+')/2r2+...+'yT_

1

rr—1
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Return Bounds

* 7 € [Tmin, Tmax], 720
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Return Bounds

* 7 € [Tmin, Tmax], 720

T—1
R = z Vt Tt
t=0
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Return Bounds

* 7 € [Tmin, Tmax], 720

T—1 T—1
— t t
R—ZV rtSZV "mnax
t=0 t=0
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Return Bounds

* 7 € [Tmin, Tmax], 720

T—1 T—1
— t t
R—ZV rtSZV "mnax
t=0 t=0
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Return Bounds

* 7 € |["mins Tmaxl, 720
* Geometric series withratioy < 1

R = ZV e < ZV Tmax
zy Tmax_rmaxzy
=0
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Return Bounds

* 7 € |["mins Tmaxl, 720
* Geometric series withratioy < 1

T—1 T—1
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Return Bounds

* 7 € |["mins Tmaxl, 720
* Geometric series withratioy < 1

R = Rmax
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MDP
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State Spaces

Discrete

s e {s', s

2
S, ...

8"}

0

Continuous

s € R"
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State Spaces

Discrete

s e {s', s

2
S, ...

8"}
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State Spaces

Discrete

s e {s', s

2
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State Spaces

Discrete

s e {s', s

2
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State Spaces

Discrete

s e {s', s

2
S, ...

8"}

0
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State Spaces

0

Continuous

s € R"

62



State Spaces

0

s = (x,Y) —

Continuous

s € R"
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State Spaces

0

S = (T,Y)

Continuous

s € R"
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State Spaces

S = ([E,y)\

0

Continuous

s € R"
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State Spaces

0

Continuous

s € R"
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Action Spaces

Discrete

ac {a’ al

2
,a“, ...

a'}

0

Continuous

acR™
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Action Spaces

Discrete

ac {a’ al

2 m}

a“, ..., a
T

T
R =
U
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Action Spaces

a=(Az, Ayy—

Continuous

acR™
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Policies

Deterministic

a—’/((

s> |
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Stochastic

(als)

T

AT

— /Xa




Deterministic Policy

Wdet (S) _ a>l<

if a = 7det(s
m(als) = {1 : )

0 otherwise



Deterministic Policy

m(als)



Deterministic Policy

a* = arg max w(als)
a

Wdet (S) _ o*



Agent-Environment Interface

Action

Environment

Reward

“ground-truth”

state is rare
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Observations
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Agent-Environment Interface

Action

Environment

Reward

State
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Agent-Environment Interface

Action

Envwonment

Reward |

State

observation
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Partially Observable Markov Decision Process

s € S — state space 0 € (O — observation space

a € A — action space p(O‘S) — observation function
/ . .

p(s |S, a) — dynamics function

T(S, a, S,) — reward function
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POMDP




POMDP

p(ols)



POMDP
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POMDP




POMDP
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Observation Function

State:

* Location of every item

Observation

* image of the desk
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Pong

State:
e position + velocity of paddles
* position + velocity of the ball

¢ scores

Observation

* image of the game screen

Pong [Atari]
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Summary

e Agent-Environment Interface
* Markov Decision Processes

* Partially Observable Markov Decision Processes
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